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Abstract

Although the use of icons or glyphs is a common way of displaying
multivariate data, these techniques do not scale well with dataset
size. Displaying large amounts of data requires the placement of
many icons in the display often resulting in images which are clut-
tered and where important patterns and structures are obscured. In
this paper we present an adaptive multi-scale technique that uses
concepts of abstraction and importance, combined with icon dis-
play that helps alleviate the problem of visual clutter. Abstraction
functions are used to transform and reduce the data while impor-
tance functions are used to identify important areas within the data.
Abstractions of abstractions are computed forming a multi-scale
representation of the data which is used to display the data. The data
is displayed by distributing a specified number of icons through it
using the computed importance values. The multi-scale structure
ensures that relative importance is maintained through the distri-
bution of icons in the image, with importance being related to the
density of icons in the display. We demonstrate this technique by
applying it to multivariate data defined over two dimensions. We
show how a range of abstraction functions can be used with im-
portance and display methods to display and explore a number of
example datasets.

1 INTRODUCTION

Visualization systems generate images of data by mapping the at-
tributes of the data onto variables of a display model. Many display
models have been proposed but fundamentally each model gener-
ates an image of the data by encoding variation in the data by appro-
priate variation in position, orientation, size, shape, color, intensity,
and texture in the generated image [2]. One of the most common
display models is the use of icons or glyphs to represent the data.
The use of icons is popular because of the relative ease of designing
icons which have as many parameters as there are variables in the
data. Iconic displays however require the placement of many indi-
vidual icons which often results in images which are cluttered and
where it is difficult to see patterns and structures in the data.

One method of addressing the problem of visual clutter is to gen-
erate images which focus on important characteristics of the data.
In this paper we present a visualization system that is based on a
multi-scale representation of the data that is used to distribute icons
to important areas within the data. The utility of this technique is
demonstrated by showing how it can replicate results of some exist-
ing icon display techniques and showing how we can extend these
techniques to larger datasets. We show the use of this technique
with some example multivariate datasets, using a number of ab-
straction functions, importance functions, and iconic display tech-
niques.
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2 ICONIC TECHNIQUES

Iconic techniques are techniques that construct images of the data
by the transformation of position, size, shape, and orientation of a
geometric primitive or icon. Iconic techniques are a good method
for multivariate data display because of the apparent number of
variables that can be encoded in a single icon. A geometric icon can
be easily augmented with color to carry other information and with
carefully constructed icons texture can be created by tiling them
over the display.

One of the oldest and most common iconic techniques is the use
of oriented line segments to represent vector data [8, 6, 10]. The di-
rection of the vector can be indicated by the orientation of the line
and the magnitude of the vector can be represented by its length.
The line can also be tapered along the direction of the vector and
other information can be represented by using the icon’s color. Sev-
eral other techniques have been developed for other types of data.
An early example are “metroglyphs” proposed by Anderson [1].
These icons consist of a small circle with a number of lines ema-
nating from fixed points on its circumference. Each line represents
a single data variable where the length of the line corresponds to
the magnitude of the variable. Another simple iconic technique
has been developed by Hartigan [9] where a geometric represen-
tation of a three dimensional box is used. Each dimension of the
box is divided into a number of segments depending on the num-
ber of variables to be represented. The size of each segment then
represents the value of the variable assigned to it. Siegelet al [17]
presented an iconic technique using a star like icon. In this method
a star is constructed by drawing a number of line segments at differ-
ent orientations from a common origin. A line segment is drawn for
each data variable to be displayed and the value of each variable is
plotted on these lines and connected to form a polygon. Geometric
representations of faces have also been used as icons by Chernoff
[5]. These icons are capable of representing up to 18 different vari-
ables by variation in geometric properties of the face such as shape
and size of the head, position and orientation of the eyes, and the
shape of the mouth. Another iconic technique was presented by
Kleiner and Hartigan [11] where geometric representations of bi-
nary trees are used. In each tree the size of each leaf reflects the
value of the variable and the size of each sub-tree represents the
average of the variables forming the subtree. Pickett and Grinstein
[13] presented an iconic technique based on a “stick figure” icon.
Each icon is represented as a multi-limbed figure where the orienta-
tion of each limb is controlled by data variables. When these stick
figures are tiled over the display a texture is produced which al-
lows the user to perceive global patterns and uniform regions using
texture perception.

Recently there have been several visualization systems which
use icons to display multivariate data [15, 14, 12]. These systems
provide methods of designing icons, using either some form of icon
editor or an icon specification language, and methods for binding
the parameters of icons to data variables.



2.1 Discussion

For an iconic technique to be effective for multivariate data dis-
play we must be able to perceive the changes in the display due to
changes in the data. Each data parameter causes some variation in
a property of the icon and for this variation to be seen we must have
enough pixels per icon or data point to show this change. The prob-
lem is that with large datasets or small images there will only be
a small number of pixels available to represent each icon. That is,
the ratio of pixels to icons will be small - close to or less than one
in many cases. With only a few pixels available for each icon we
may not be able to adequately see variation in each icon; resulting
in images where important patterns and structures will be obscured.

In this paper we describe our visualization system that addresses
some of these problems of using icons to visualize large datasets.
The basis of our system is the ability to change the nature of the dis-
play based on the number of data points to visualize and the number
of pixels in the image. This is achieved by specifying a number of
icons to use and rendering the data by distributing these icons based
on the location of important features in the data. When we have a
low ratio of pixels to data points variation in position and density
of the icons is used to provide an overview of the data. Important
features or areas are identified by dense regions of icons. Once
selected these important areas may contain fewer data points and
thus provide a higher pixel to data ratio. In this instance important
ares can still be identified by icon distribution and individual data
variables may be seen by variation in individual icons also.

3 METHOD

Our system usesabstraction functionsto compute the presence of
interesting features in the data at multiple scales andimportance
functionsto determine the percentage of icons to distribute to dif-
ferent areas in the dataset. The overall system is illustrated in Figure
1 and is describe in detail next.

3.1 Abstraction and multi-scale representation

The goal of our system is to distribute icons over the display area
according to the data importance. Data importance is determined by
computing aninitial abstractionof the data and can be any function
or combination of functions depending on the needs of the user1.
The abstraction function is applied at every data point in the dataset
and determines the strengths of the feature at each point.

A multi-scale pyramid is constructed from the initial abstraction
by applying an averaging function to the initial abstraction and re-
cursively applying the same averaging function to each level com-
puted until a single data point is obtained. For example, given a
dataset of size2n � 2

n, we apply an initial abstraction function
which determines the presence of a particular feature in the data2

(for example high frequency changes). This produces a dataset also
of size2n � 2

n which is used to form the base level of the multi-
scale pyramid. Subsequent levels in the pyramid are computed by
applying an averaging filter to the base level. In the current system
an element in a higher level is computed by averaging four neigh-
bouring data points in the level below using a box filter . Remaining
levels in the pyramid are computed in a similar manner until a sin-
gle value is obtained.

1The user of this system is a scientist or visualization engineer
2If the dataset is not a power of 2 we pad the dataset with values that will

not affect the distribution of icons

3.2 Importance value and importance weight cal-
culation

Once the multi-scale pyramid has been constructed importance val-
ues are computed for each level. An importance function is evalu-
ated for each element in each level of the pyramid. The importance
function returns a single value indicating the importance of the data
at that point. Importance functions are therefore similar to abstrac-
tion functions except that they return a single value that is used to
rank the data in terms of importance. Importance weights are then
computed from the importance values which are used to distribute
the icons. The top level element in the pyramid receives a weighting
of one and the importance weighting for each of the four children in
the next lower level are computed by summing their computed im-
portance values and then assigning each element a weighting based
on its contribution to this sum. This process is repeated for the four
children of each element and so on until all elements have been
assigned an importance weight (Figure 2).

3.3 Distribution of icons

The importance weights determine the percentage of icons to dis-
tribute to the part of the data associated with each child in the multi-
scale pyramid. Before distribution begins the user must specify a
number of icons to distribute in the image. For a particular region of
the data the number of icons is computed by multiplying the num-
ber of icons available by the importance weight associated with the
region and truncating the resulting value. If after the distribution
some icons remain to be distributed they are distributed to the areas
with the largest error due to the truncation. From Figure 2, if we as-
sume 50 icons have to be distributed then the second level elements
receive(0:13 � 50) = 6:5; (0:19 � 50) = 9:5; (0:06 � 50) = 3,
and (0:62 � 50) = 31 icons. Each value is truncated which re-
sults in 1 icon not distributed. In this example two elements have
the same error of0:5 When elements have the same error we can
either randomly distribute the remaining icons among the similar
elements or distributed them in a predefined order.

3.4 Data display

The distribution process continues down through the levels of the
pyramid in a depth first manner until we reach the bottom of the
pyramid or no more icons remain to be distributed. If no more
icons remain to be distributed before we reach the bottom of the
pyramid this indicates that the data in this region is not of inter-
est given the current abstraction function, importance function and
number of icons. If we do reach the lowest level of the pyramid
we will have up to 4 icons to place. These icons are placed starting
with the element with the highest importance value and proceeding
until no icons remain as described earlier. Once all icons have been
distributed and displayed the result is an image in which icons have
been distributed such that important areas receive relatively more
icons than unimportant areas.

4 RESULTS

For the purpose of illustrating the application of our technique we
use three different types of icons to render four different datasets.
The icons we use are illustrated in Figure 3. The profile icon en-
codes each data variable by variation in the height of one of the
bars that make up the icon. The star icon [17] encodes data by con-
necting points plotted on the points of the star and finally the stick
figure icon [13] encodes data by variation in the orientation of the
limbs of the icon. Two of the four datasets used are examples from
computational fluid dynamics (CFD) and the other two datasets are
examples of multi-spectral images. The first CFD dataset is the
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Figure 1: The system is implemented as a set of data flow pipelines in which a number of modules are connected together to perform the
abstraction, importance and distribution functions required. This figure shows how the different modules are connected together with the
arrows indicating the direction of data flow. An image is generated by specifying the number of icons to distribute and requesting output from
the icon distributors. This causes all the downstream modules to execute and produce the data required by the distributors.

LOx Post dataset from NASA [16] which represents the flow of
liquid oxygen over a flat plate with a cylindrical post in the center
perpendicular to the flow. Each data point contains five scalar val-
ues recording enthalpy, kinetic energy, flow magnitude, pressure,
and temperature. The second dataset represents the properties of a
gas as it flows through a combustion chamber3. At each data point
flow density, kinetic energy, flow magnitude, pressure, and temper-
ature are defined. The final dataset is a high altitude multi-spectral
image of the Bow river west of Calgary in Alberta, Canada4. Five
bands are represented from 475.3 nm to 714.9 nm. The final dataset
is a similar multi-spectral image of an oil spill5

4.1 Traditional rendering

When icons are placed at each data point and the data is rendered
at a resolution of 256x256 the iconic techniques fail to show any
information in the data. The ratio of pixels to data points in these
images is 1 to 1 and rendering an icon at each point generates a uni-
form black image. Figure 4 shows an image of the data rendered at
a resolution of 512x512 which increases the pixel to data ratio to 4
to 1 and as expected we begin to see variation in the data encoded in
the image. This improvement is achieved however using twice the
resolution in both the horizontal and vertical directions. As screen
space is a valuable and limited resource we would like to achieve
similar or better displays using much less resolution.

4.2 Reduced uniform icon distribution

The ratio of pixels to data can be increased by reducing the number
of icons used and uniformly distributing them over the data. In
this case each icon occupies a larger area of the image allowing
us to see more features of the icon. In Figure 5 we render each
dataset by uniformly distributing 4096 icons over the display. We
distribute the icons uniformly by using an importance function that
weights each part of the dataset equally. We can adjust the size
of the icon based on how many icons are being displayed. With

3Available as part of the VTK distribution http://www.kitware.com
4Courtesy of Axion Spatial Imaging Ltd, Edmonton
5http://observe.ivv.nasa.gov/nasa/education/tools/stepby/multi.html

4096 icons each icon is represented by 16 pixels in the image. This
generates effective images using the stick figure icon and to a lesser
degree using the profile icon. The star icon is the lest effective in the
example images. In these images we can see variation in the data as
variation in the texture of the image. Both the stick figure and the
profile icon generate this change because at the scale used we can
see small changes in each icon. A large part of the star icon is fixed
geometry, representing the points of the star, and this overwhelms
most of the visible variation in images generated with this icon at
this scale.

4.3 Importance driven icon distribution

Uniform distribution treats all of the data equally thus as we reduce
the number of icons important aspects of the data could be missed.
Figure 6 and Figure 7 show images using non-uniform distribution
of icons where the distribution is controlled based on the presence
and strength of important features in the data. Figure 6 contains
images which show the average variance of the data. This image
is created by using an abstraction function that computes the av-
erage variance and an importance function that determines where
this variation is large. The weights computed by the importance
function are used to distribute icons through the image so that ar-
eas with large variance receive more icons. Figure 7 is created in
a similar manner but this time we focus on the magnitude of in-
dividual variables within each dataset. We use the magnitude of
the kinetic energy in the LOx post dataset, the magnitude of the
flow density in the combustion data, and the magnitude of the 4th
band (677.3nm - 682.6nm) in the Bow river dataset. In each case,
importance weights are computed based on how large the magni-
tude is and the icons are distributed accordingly. These examples
show how different abstraction functions can be used to compute
data based on all data variables or on a single variable. Abstraction
functions can also be used to compute derived data based on any
subset of the data.

The resulting images carry information about the data by varia-
tion in icon density and resulting texture in the generated images.
In the images of the LOx post and of the Bow river we are using
the profile and star icon. At the scales used, where the pixel to
data ratio is close to 1, we cannot see variation in geometry of the
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Figure 2: The elements in the second level of the pyramid have importance values 10, 15, 5, and 50 as shown. Importance weights for each
element are computed based on their contribution to the sum of these four values, giving values of10=80(0:13); 15=80(0:19); 5=80(0:06),
and50=80(0:62). The process of importance weight calculation then proceeds to the children of each element.

Figure 3: Examples of the three icons used to render the example datasets: profile icon (left), star icon (middle), and Stick figure icon (right)

individual icons. Information about the dataset is carried by the
variation in position and density of icons over the display. The use
of abstraction and importance functions ensures that the changes in
position and density of icons reflect similar changes in the data. In
the image of the combustion data we are using the stick figure icon
and again we are using variation in position and density to show
data variation however in this image we can also see small changes
in the geometry of the individual icons. This adds changes to the
texture in the image which may be useful for data visualization.

By encoding information about the data in terms of position and
density it is also possible to reduce the resolution at which the data
is displayed. Each reduced resolution image is generated by reduc-
ing the number of icons used to display the data. The distribution
based on the importance weights ensures that we can still see the
structures and patterns in the image. Figure 8 shows images of the
three datasets rendered using the stick figure icon at 128x128 and
64x64 resolutions. These images are 4 and 8 times smaller than the
original 512x512 image of the data but still show important struc-
tures in the data.

4.4 Changing icons and importance functions

In all sets of images important areas can be seen as darker regions
in the images. Patterns and structures can be seen by the size, shape
and orientation of light and dark regions in the image. The darkness
or lightness of a region is determined by the number of icons used to
render it. We can therefore employ our texture perception capabil-
ities to identify potentially interesting areas in the data for further
exploration. These areas can be selected by the user and magni-
fied for closer inspection. At each magnification level the user can
change either the abstraction function, importance function, iconic
technique, or number of icons used to render the data.

Figure 9 shows a simple example of how our system can gener-
ate multiple views of the data by changing the icon, the importance
function and the magnification level. From an initial rendering of
the entire dataset a smaller section can be selected for closer in-
spection. The example uses the Bow River dataset where the user
is zooming in on the road network on the left bank of the river. In
the first image the user uses the star icon to see the overall struc-
ture in the area. In the next image the user has decided to zoom in
even closer and change the iconic technique to the stick figure icon.
The importance function has also be changed from magnitude im-
portance function to the uniform importance function. In the final



Figure 4: The example datasets rendered at 512x512 resolution. The left image is the LOx Post dataset using the profile icon, the middle
image is the combustion data rendered with the stick figure icon and the right image is the Bow river data rendered with the star icon. Note
that these images are displayed at least twice the resolution of all other images in this paper

Figure 5: The example datasets rendered at 256x256 resolution using 6.25% of the total number of icons uniformly distributed over the data

image the user has zoomed in such that individual data points can
be easily seen and has changed the iconic technique to the profile
icon to examine individual data points and their values.

4.5 Combining multiple importance functions

Just as the user can change the importance functions and icons to
determine how the data is displayed, they can also change the ab-
straction functions to govern what data is displayed. The system
is capable of generating images of single or multiple abstractions
of the data in a a single view. Single abstraction images are easily
generated, as previously shown, and multiple abstraction images
are generated by distributing icons based on a composition of the
abstraction’s importance functions. Although the importance func-
tions can be composited in a number of ways, here we use a compo-
sition based on a weighted sum of the importance function outputs
as follows:

I(x; y) = w1:i1(x; y)+w2:i2(x; y)+w3:i3(x; y)::::+wn:in(x; y)

wherew1; w2; :::; wn are the composition weights,
P

x=n

x=1
wx =

1,,x; y is the location of the data point,i1(); i2(); :::in() are the
importance functions being composited, andI() is the result of the
composition.

Figure 10 show examples of images generated by compositing
abstractions based on data magnitude and variance. The images on

the left are a rendering of the data where icons have been distributed
based solely on data magnitude, the images in the middle are based
on data variance and those on the right are a composited view of
both.

Although the images based solely on data magnitude can be in-
formative in themselves there are subtle structures in the data, due
to changes in the magnitude, that are not easily visible in the im-
ages. By computing a second abstraction based on variance and
compositing it with the magnitude abstraction we can highlight
these structures such that they can be seen by the user. The dis-
tribution of the icons is determined by using 30% of the value of
the magnitude importance function and and 70% of the variance
importance function. The combined view shows clearly the magni-
tude of the data but also highlights some changes in the magnitude
which may have not been seen otherwise. Figure 10 are examples
of how two abstraction functions can be combined to highlight in-
formation in the image. Composition can also be used to compare
and contrast different characteristics of the data. Abstractions are
applied to compute these characteristics and using the importance
composition they are combined in a single image.

5 SUMMARY & FUTURE WORK

In this paper we presented a new approach for generating unclut-
tered displays of large multivariate datasets using icons. The dis-



Figure 6: Example datasets rendered using variance to distribute 6.25%, 12.5% and 25% of icons

Figure 7: Example data using 62.5% for kinetic energy magnitude from the LOx Post (left), 12.5% for flow density magnitude from the
combustion data (middle), 25% for the 4th band from the Bow River data (right)

plays are generated by carefully placing icons based on important
structures in the data. This technique uses a multi-scale representa-
tion of the data to distribute a number of icons throughout the data.
The multi-scale representation is computed by applying a set of ab-
straction functions to the original data. The distribution of icons is
determined by applying an importance function to each scale in the
representation which determines a weighting for each location in
the datasets. These weights are used to distribute a number of icons
such that areas with high weights receive more icons than areas with
lower values.

We have shown how our system allows a user to adapt the display
based on the number of pixels in the output image. When the ratio
of icons to pixels is close to one images of the data can be obtained
by distributing a number of icons based on important features in
the data. In this case structures and patterns in the data are seen as
a variation in position and density of the icons used. Important
areas can be examined in more detail be selecting them and re-
rendering them with more icons. In this case more screen space
will become available and we can start to see more variation in the
shape of individual icons. Information is carried both by variation
in position and density of icons and also by variation in individual
icons themselves. If the data is examined even more closely we can
place individual icons at each data point and use variation in the
icon alone to represent the data.

Our system also provides many other possibilities for exploring
the data. Different views of the data can be generated using differ-
ent abstraction functions, corresponding to changes in interest in the

data. Multi-form views can also be generated by changing the icon
used to display the data or by changing the number of icons used.
Views of multiple abstractions can also be combined by composit-
ing the outputs of the importance functions from the abstractions
and using this to distribute icons.

It has been demonstrated [4] that multiple views which are linked
and in which the user has the ability to focus on interesting aspects
of the data are three of the primary tasks in data exploration. Our
current system allows the user to generate multiple views and to
focus on interesting areas of the data. A future consideration for our
system is the development of a linking method in which a change
in one view will be propagated to other views linked to it. There
are interesting possibilities using views linked either on abstraction
and importance function used to generate the views.

The composition of importance functions is an area which we
are also looking at. The examples shown previously (Figure 10)
combine importance functions using a constant weighting over the
image. It is also possible to change this weighting such that it is dif-
ferent for different parts of the image and for different data charac-
teristics (Figure 11). This gives us more flexibility in how icons are
distributed. For example an interesting area of the image can have
its importance increased such that it receives more icons. We could
then use some detail in context technique, such as fish-eye views
[7] to expand the spatial dimensions of this area so that variation in
the icons can be seen. It is also possible to composite several such
weightings with importance and abstraction functions which would
provide something similar to a magic lens filter technique [3].



Figure 8: Example datasets rendered at resolutions 128x128 and 64x64 focusing on data variance. The LOx post is rendered using 2304 icons
for the 128x128 image and 1120 icons for the 64x64 image (left). The combustion image is similarly rendered using 6144 and 3100 icons
and the Bow River image using 16384 and 3072 icons

Figure 9: From an initial image the user can select an area of interest and zoom in to examine it closer (left image). As the user zooms in
the abstraction, importance, or iconic technique can be changed (middle image). Finally the user can zoom in close enough to see changes in
individual icons (right image).

The current system is also designed primarily for multivariate
data defined on a 2 dimensional regular grid. Currently we are ex-
tending this system to display multivariate data defined on a 3 di-
mensional grid. The abstraction and importance mechanisms seem
to generalize to 3D, using an oct-tree representation of the multi-
scale structures, however this generates a problem with dataset size.
It is prohibitive to compute and store the oct-tree structures required
for abstraction and importance and currently we are looking at ways
to compute this data ’on the fly’. The use of compression and ren-
dering from compressed data is something that is also being con-
sidered.

In this paper we have focused on the use of icons to display large
multi-variate datasets. It may also be interesting to apply the con-
cepts of density display using importance and abstraction to other
display models. We have used this technique to control how the spa-
tial dimensions are utilized to highlight data and we are currently
investigating the application of this technique to selecting colors
and designing textures that can also highlight data.
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Figure 11: Examples of using a non uniform importance weight. These images are constructed using a 2x2 checker board mask with weights
either 1.0 or 0.0. The weights are used to composite variance and magnitude for the Bow river data and the combustion data. Notice the
change from variance to magnitude in the different quadrants of the image.


