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Abstract. We present an improvement to evolutionary learning of co-
operative behavior which incorporates some accountability measure for
strategy components into the evolutionary learning process. Our evo-
lutionary approach is based on evolving sets of prototypical situation-
action pairs (strategies) that together, with the nearest-neighbor rule,
represent the decision making of our agents. The basic idea of our im-
provement is to collect data for each pair showing the results of its ap-
plications. We then choose those pairs in the parent strategies that had
positive results for the construction of new sets of pairs for our strategies.
Our experiments within the OLEMAS system show that the incorpo-
ration of accountability results in substantial improvements of both on-
and off-line learning when compared to the basic evolutionary approach.
In nearly all experiments, either the agent teams required less learning
time or found better strategies. In many cases both were observed.

1 Introduction

Having the ability to learn is often viewed as a very important feature of an agent
in a multi-agent system. Adapting to new (resp. slightly changed) environments,
dealing with new agents, or relieving the human developer from having to de-
velop all details of a cooperation concept are just a few of the consequences we
hope for when agents are able to learn. Naturally, different agent architectures
require different learning methods, but a lot of the research done on learning
in multi-agent systems has focused on rather reactive agents. Two general ideas
for such learning have surfaced: reinforcement learning (see [11], [10], or [6]) and
evolutionary learning.

In this paper, we focus on evolutionary learning of cooperative behavior.
Evolutionary learning (EL) concentrates on finding whole strategies (in contrast
to the reinforcement approach that focuses on all possible situations and all pos-
sible actions in these situations). Working on a pool of strategies, evolutionary
techniques are used to generate new strategies (mostly out of the better strate-
gies in the pool) that hopefully combine positive aspects from the parents. Over
time, strategies evolve that come progressively closer to achieving the intended
behavior (for examples, see [8], [5], or [3]). The evolved strategies are usually

M. Schillo et al. (Eds.): MATES 2003, LNAI 2831, pp. 205–216, 2003.
c© Springer-Verlag Berlin Heidelberg 2003

Verwendete Distiller 5.0.x Joboptions
Dieser Report wurde automatisch mit Hilfe der Adobe Acrobat Distiller Erweiterung "Distiller Secrets v1.0.5" der IMPRESSED GmbH erstellt.Sie koennen diese Startup-Datei für die Distiller Versionen 4.0.5 und 5.0.x kostenlos unter http://www.impressed.de herunterladen.ALLGEMEIN ----------------------------------------Dateioptionen:     Kompatibilität: PDF 1.3     Für schnelle Web-Anzeige optimieren: Nein     Piktogramme einbetten: Nein     Seiten automatisch drehen: Nein     Seiten von: 1     Seiten bis: Alle Seiten     Bund: Links     Auflösung: [ 2400 2400 ] dpi     Papierformat: [ 595.276 824.882 ] PunktKOMPRIMIERUNG ----------------------------------------Farbbilder:     Downsampling: Ja     Berechnungsmethode: Bikubische Neuberechnung     Downsample-Auflösung: 300 dpi     Downsampling für Bilder über: 450 dpi     Komprimieren: Ja     Automatische Bestimmung der Komprimierungsart: Ja     JPEG-Qualität: Maximal     Bitanzahl pro Pixel: Wie Original BitGraustufenbilder:     Downsampling: Ja     Berechnungsmethode: Bikubische Neuberechnung     Downsample-Auflösung: 300 dpi     Downsampling für Bilder über: 450 dpi     Komprimieren: Ja     Automatische Bestimmung der Komprimierungsart: Ja     JPEG-Qualität: Maximal     Bitanzahl pro Pixel: Wie Original BitSchwarzweiß-Bilder:     Downsampling: Ja     Berechnungsmethode: Bikubische Neuberechnung     Downsample-Auflösung: 2400 dpi     Downsampling für Bilder über: 3600 dpi     Komprimieren: Ja     Komprimierungsart: CCITT     CCITT-Gruppe: 4     Graustufen glätten: Nein     Text und Vektorgrafiken komprimieren: JaSCHRIFTEN ----------------------------------------     Alle Schriften einbetten: Ja     Untergruppen aller eingebetteten Schriften: Nein     Wenn Einbetten fehlschlägt: AbbrechenEinbetten:     Immer einbetten: [ /Courier-BoldOblique /Helvetica-BoldOblique /Courier /Helvetica-Bold /Times-Bold /Courier-Bold /Helvetica /Times-BoldItalic /Times-Roman /ZapfDingbats /Times-Italic /Helvetica-Oblique /Courier-Oblique /Symbol ]     Nie einbetten: [ ]FARBE(N) ----------------------------------------Farbmanagement:     Farbumrechnungsmethode: Farbe nicht ändern     Methode: StandardGeräteabhängige Daten:     Einstellungen für Überdrucken beibehalten: Ja     Unterfarbreduktion und Schwarzaufbau beibehalten: Ja     Transferfunktionen: Anwenden     Rastereinstellungen beibehalten: JaERWEITERT ----------------------------------------Optionen:     Prolog/Epilog verwenden: Ja     PostScript-Datei darf Einstellungen überschreiben: Ja     Level 2 copypage-Semantik beibehalten: Ja     Portable Job Ticket in PDF-Datei speichern: Nein     Illustrator-Überdruckmodus: Ja     Farbverläufe zu weichen Nuancen konvertieren: Ja     ASCII-Format: NeinDocument Structuring Conventions (DSC):     DSC-Kommentare verarbeiten: Ja     DSC-Warnungen protokollieren: Nein     Für EPS-Dateien Seitengröße ändern und Grafiken zentrieren: Ja     EPS-Info von DSC beibehalten: Ja     OPI-Kommentare beibehalten: Nein     Dokumentinfo von DSC beibehalten: JaANDERE ----------------------------------------     Distiller-Kern Version: 5000     ZIP-Komprimierung verwenden: Ja     Optimierungen deaktivieren: Nein     Bildspeicher: 524288 Byte     Farbbilder glätten: Nein     Graustufenbilder glätten: Nein     Bilder (< 257 Farben) in indizierten Farbraum konvertieren: Ja     sRGB ICC-Profil: sRGB IEC61966-2.1ENDE DES REPORTS ----------------------------------------IMPRESSED GmbHBahrenfelder Chaussee 4922761 Hamburg, GermanyTel. +49 40 897189-0Fax +49 40 897189-71Email: info@impressed.deWeb: www.impressed.de

Adobe Acrobat Distiller 5.0.x Joboption Datei
<<     /ColorSettingsFile ()     /AntiAliasMonoImages false     /CannotEmbedFontPolicy /Error     /ParseDSCComments true     /DoThumbnails false     /CompressPages true     /CalRGBProfile (sRGB IEC61966-2.1)     /MaxSubsetPct 100     /EncodeColorImages true     /GrayImageFilter /DCTEncode     /Optimize false     /ParseDSCCommentsForDocInfo true     /EmitDSCWarnings false     /CalGrayProfile ()     /NeverEmbed [ ]     /GrayImageDownsampleThreshold 1.5     /UsePrologue true     /GrayImageDict << /QFactor 0.9 /Blend 1 /HSamples [ 2 1 1 2 ] /VSamples [ 2 1 1 2 ] >>     /AutoFilterColorImages true     /sRGBProfile (sRGB IEC61966-2.1)     /ColorImageDepth -1     /PreserveOverprintSettings true     /AutoRotatePages /None     /UCRandBGInfo /Preserve     /EmbedAllFonts true     /CompatibilityLevel 1.3     /StartPage 1     /AntiAliasColorImages false     /CreateJobTicket false     /ConvertImagesToIndexed true     /ColorImageDownsampleType /Bicubic     /ColorImageDownsampleThreshold 1.5     /MonoImageDownsampleType /Bicubic     /DetectBlends true     /GrayImageDownsampleType /Bicubic     /PreserveEPSInfo true     /GrayACSImageDict << /VSamples [ 1 1 1 1 ] /QFactor 0.15 /Blend 1 /HSamples [ 1 1 1 1 ] /ColorTransform 1 >>     /ColorACSImageDict << /VSamples [ 1 1 1 1 ] /QFactor 0.15 /Blend 1 /HSamples [ 1 1 1 1 ] /ColorTransform 1 >>     /PreserveCopyPage true     /EncodeMonoImages true     /ColorConversionStrategy /LeaveColorUnchanged     /PreserveOPIComments false     /AntiAliasGrayImages false     /GrayImageDepth -1     /ColorImageResolution 300     /EndPage -1     /AutoPositionEPSFiles true     /MonoImageDepth -1     /TransferFunctionInfo /Apply     /EncodeGrayImages true     /DownsampleGrayImages true     /DownsampleMonoImages true     /DownsampleColorImages true     /MonoImageDownsampleThreshold 1.5     /MonoImageDict << /K -1 >>     /Binding /Left     /CalCMYKProfile (U.S. Web Coated (SWOP) v2)     /MonoImageResolution 2400     /AutoFilterGrayImages true     /AlwaysEmbed [ /Courier-BoldOblique /Helvetica-BoldOblique /Courier /Helvetica-Bold /Times-Bold /Courier-Bold /Helvetica /Times-BoldItalic /Times-Roman /ZapfDingbats /Times-Italic /Helvetica-Oblique /Courier-Oblique /Symbol ]     /ImageMemory 524288     /SubsetFonts false     /DefaultRenderingIntent /Default     /OPM 1     /MonoImageFilter /CCITTFaxEncode     /GrayImageResolution 300     /ColorImageFilter /DCTEncode     /PreserveHalftoneInfo true     /ColorImageDict << /QFactor 0.9 /Blend 1 /HSamples [ 2 1 1 2 ] /VSamples [ 2 1 1 2 ] >>     /ASCII85EncodePages false     /LockDistillerParams false>> setdistillerparams<<     /PageSize [ 595.276 841.890 ]     /HWResolution [ 2400 2400 ]>> setpagedevice



206 J. Denzinger and S. Ennis

much more compact than the weight matrices or graphs of reinforcement learn-
ing. Due to this, substantially fewer experiences are necessary to evolve working
strategies when compared to reinforcement learning (even if we combine the ex-
periences obtained by every strategy tried out in the evolutionary process). On
the negative side, so far, even the successful strategies often include elements
that are not needed (resp. wrong) and are therefore simply not used in the so-
lution. In addition, since experiences are attributed to whole strategies and not
individual actions (or small action sequences) the learning is less focused than
it is in reinforcement learning (which sometimes can be a positive asset, but can
also hinder the progress of learning).

In this paper, we present an improvement of the evolutionary learning method
of [3] and [4] that integrates an accountability aspect to deal with the problem
mentioned above, namely statistics about single pairs of situations and actions,
into the evolutionary learning process. More precisely, our learning approach is
based on prototypical situation-action pairs (SAPs) and the nearest-neighbor
rule as the agent architecture. A strategy of an agent is then a set of such
prototypical SAPs. In the basic version, the fitness of a strategy is obtained
by measuring how near a strategy comes to solving the given problem during
simulations of the whole multi-agent system and its environment.

Our improvement idea is to not only compute the fitness of a strategy out of
the simulations, but also statistics about the use and consequent success of the
SAPs in the strategy. We then use these statistics to influence the application
of the genetic operators that generate new strategies. In the basic version of
the learning algorithm, after selecting parent strategies based on their fitness
(and some random decisions), picking SAPs to either be included or excluded
from the new strategy is done purely at random. In our improved version, this
picking is now performed based on the statistics about the pairs (and again,
some random decisions), thus repeating the selection idea of the strategy level.
The general idea we use is that SAPs whose application often resulted in better
situations should be selected with a higher probability than pairs that generally
did not improve the situation of agent and agent team and the pairs that made
the situation worse.

We implemented this improvement into the OLEMAS system (see [4] and
[2]). Our experiments in the area of Pursuit Games show that the new version
including accountability aspects clearly outperforms the basic version of OLE-
MAS for almost all game variants and for both usage in off-line and on-line
learning. Outperforms in this context means that either less generations of the
GA are needed to find a successful strategy (thus also reducing the learning time)
or that the found strategies are better than those found by the basic version (i.e.
less actions are performed by the agent team until success) or both.

2 Learning with SAPs

In this section, we present the method of evolutionary learning of [3] and [4], as
realized in the OLEMAS system (On-Line Evolution of Multi-Agent Systems),
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that is the basis for our work. We start by presenting the agent architecture
used, followed by the GA we use for learning, and finally we briefly discuss the
use of this basic learning method for off- and on-line learning.

2.1 Agent Architecture: SAPs and NNR

Very abstractly, an agent Ag can be described by a triple Ag = (Sit,Act,Dat),
where Sit is the set of situations Ag can be in, Act is the set of actions Ag
can perform, and Dat is the set of possible values of the internal data areas of
Ag. Ag then realizes a function fAg: Sit × Dat → Act. In reactive agents, the
emphasis of fAg is mainly on Sit.

In our agent architecture, fAg bases its decisions on a set of prototypical
situation-action pairs, its strategy, that are part of an area in Dat. As the name
suggests, an SAP contains an element of Sit1 and an action from Act. For deter-
mining what action to perform in a situation s, the agent computes the similarity
(resp. distance) of all situations in its strategy and s, and performs the action of
the SAP whose situation is most similar to s (i.e. it applies the nearest-neighbor
rule, NNR). Naturally, there usually are different possible definitions for simi-
larity. Also, we have to describe situations in such a way that the definition of a
sensible similarity measure is possible.

The behavior B of an agent Ag starting with a situation s0 can be described
as a sequence B(Ag,s0) = s0,sap1,s1,...,si−1, sapi,si,..., where sapj is an element
of its strategy and the action associated with it leads Ag from situation sj−1 to
sj . Naturally, if there are other agents in the system, then sj also depends on
the actions they perform in sj−1.

2.2 The Basic GA for Learning

Our evolutionary learning method is based on a Genetic Algorithm for sets
(since we use sets of SAPs as strategies). This means that for learning we always
consider a set of strategies. New strategies are generated out of old strategies
by applying so-called Genetic Operators, which in our case are Crossover and
Mutation. The initial set of strategies (initial population) is generated randomly
(although in [2] we presented a variant that makes use of previous knowledge),
i.e. by generating random SAPs.

Crossover requires two parent strategies, st1 = {sap11,..., sap1n} and st2 =
{sap21,...,sap2m}, and generates a new strategy stnew by picking randomly the
needed number of SAPs out of st1∪ st2 (without duplicates). Mutation requires
only one parent st1 and in order to generate a stnew, it allows for three possibili-
ties, namely deleting a random SAP of st1, i.e. stnew = st1 - sap1j , j ∈ {1, ..., n},
generating a SAP sap randomly and adding it to st1 (provided that st1 does not
already have the maximal allowed number of SAPs), i.e. stnew = st1∪ sap, or
exchanging a SAP in st1 by a randomly generated one (sap), i.e. stnew = st1 -
1 Situations might be extended to also contain data from the current value of Dat of

the agent.
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sap1j ∪ sap (which combines the other two possibilities; again, duplicates are
not allowed). We have organized generating new strategies into so-called “gen-
erations”, i.e. we generate a given number l of new strategies and then form a
new generation by deleting the l worst strategies from the old generation and
adding to it the l newly generated ones.

The last sentence already referred to another basic requirement of GAs: the
ability to measure the quality, or the fitness, of the individuals in a population.
The fitness is not only needed to delete strategies, it also is a key component in
selecting the parent strategies, although it is combined with a random influence.
There are many different ways to combine fitness and randomness, and in OLE-
MAS we have chosen a variant in which the probability of a strategy for being
selected as parent is proportional to its fitness.

For measuring the fitness of an individual strategy (in fact, for the strategies
of all agents of a team) we measure the success it produces in every step of
its application (for a given limited number of steps, either in the real world or
in a simulation of it), except if the strategy is totally successful, in which case
the fitness is just the number of steps (length of the action sequence) needed
to fulfill the given goal. More precisely, since the success obviously is related
to the application, we need a function δ : Sit → IN measuring how far away a
situation is from success. Then we take the behavior of the agent Ag employing
the strategy from the start situation s0, i.e. B(Ag,s0), and sum up δ(sj) for all
sj in B(Ag,s0).

If the agents have to deal with effects out of their control (for example,
random effects or other agents that cannot be predicted) then, starting from
s0, different behaviors can be observed in different runs. The fitness is then
computed as the sum of the elemental fitnesses generated by each of the observed
behaviors in a given number of runs of the strategy.

If we want to learn strategies for several agents, then an individual in our
Genetic Algorithm contains an individual strategy for each of the agents. The
fitness of an individual is still the summed up δ(sj) for all situations in the
behavior of one agent, since each sj is the consequence of the actions of all
agents taken in the previous situation.

2.3 Offline and Online Learning

With regard to learning, one very often finds the distinction between on-line and
off-line learning with the later meaning that learning and applying the learned
knowledge are separated in different phases. In contrast, the former means that
the learning, and the application of what is learned are interleaved so that prob-
lems like when to learn, or what to do when learning is not finished, have to
be solved. For learning cooperative behavior for a team of agents that has to
learn to solve a certain problem/task, pure off-line would mean that learning
takes place first and then the agent team has to perform a run that solves the
task without doing any more learning. Consequently, an on-line learning agent or
agent team will also learn during the run. These are only the extremes, however,
and a lot of combinations of them are also possible.
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Our evolutionary learning, as described in the previous subsection, can be
used for both, off- and on-line learning. If the start situation s0 is the situation
the team has to start from when solving the given task, and if the number of
steps allowed for the fitness evaluation is the number of steps allowed for the
task, then our learning approach can be used for off-line learning. This is to say
that at the end of the learning we will have a strategy (for each learning agent)
that then will be used for solving the task (see [3]). In [4], we presented a way
to use our approach for on-line learning as well by introducing a special action
“learn” for the agents. Its application leads to executing our learning GA for a
rather small number of steps, starting from a situation that the agent thinks it
will be in after executing “learn”, and using models of the other agents to predict
their behavior. So, in on-line learning the individuals in our Genetic Algorithm
contain only the one strategy for the agent executing “learn”, even if several
agents are doing on-line learning. With regard to learning, every agent “is on its
own”. As we will see in Section 5, our improvement of the basic GA will improve
both the use for off- and on-line learning.

3 Adding Accountability of SAPs

One of the big advantages of evolutionary learning as described in the last section
is that it partially avoids having to solve the credit assignment problem (i.e.
having to determine how much a particular action contributed to the success of
an action sequence, a basic problem in reinforcement learning). Since a fitness
is computed for a whole strategy (a posteriori), it is not necessary to develop
a sophisticated mechanism for deciding a priori how much a particular action
and its immediate outcome will be responsible for the final outcome of an action
sequence (although our fitness uses some crude estimation of the success of each
action in a sequence to compare strategies that were not totally successful). In
the case of off-line learning for several agents, we also do not have to decide
which agent contributed how well to the team effort. Unfortunately, this means
that very good actions (or good strategies for other agents) can compensate for
not-so good ones, as long as we achieve success in the end. Even worse, with
our particular agent architecture we can have useless SAPs in very successful
strategies and their uselessness is not detected due to the fact that they were
never responsible for an action taken.

Our idea for improving our evolutionary approach is to add some account-
ability to the prototypical SAPs of a strategy (not to all possible SAPs) and to
use this accountability to influence the Genetic Operators. This influence will be
in such a way that “bad” or useless SAPs are less likely to appear in offspring
of strategies (only less likely, because together with another set of SAPs they
might be valuable; see our experimental evaluation in Section 5 that compares
this approach to an approach were the SAP selection is purely based on the
observed quality of the SAPs). Each action occurring in the observed behavior
of an agent will provide feedback, and this feedback will be used to determine
good, indifferent, bad, and unused SAPs. This idea combines the a posteriori
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evaluation of whole strategies, provided by the basic evolutionary learning, with
the advantage of accountability of strategy parts.

More precisely, we extend a SAP in a strategy by a so-called statistic-tuple
stat(sap) = (use-nr, good, bad, indiff). Whenever a new strategy st is created,
the statistic-tuples of all its SAPs {sapst

1 ,..., sapst
n } are initialized to (0,0,0,0).

For each run of st as agent Ag (starting with a situation s0), we use the resulting
behavior B(Ag,s0) = s0,sap1,s1,...,si−1,sapi, si to update the statistic-tuples in
st as follows:
For all sk−1,sapk,sk in B(Ag,s0), 1 ≤ k ≤ i:

stat(sapst
j ) =






stat(sapst
j ), if sapst

j �= sapk

(use-nr + 1, good + 1, bad, indiff), if δ(sk−1) > δ(sk)
(use-nr + 1, good, bad, indiff + 1), if δ(sk−1) = δ(sk)
(use-nr + 1, good, bad + 1, indiff), if δ(sk−1) < δ(sk)

for all j ∈ {1, ..., n}. Naturally, the last 3 cases require that sapst
j = sapk. Note

that we have chosen to reuse the δ-function we already use in the fitness function.
Obviously, other functions can also be used. This is also the case for several other
decisions we already have made and will make in the following. So, we judge the
impact that each use of a SAP has, but we only use three categories, namely
positive, negative, and indifferent impact. Note that, by using δ, the impact of a
SAP is measured relative to the decisions the other agents did make, since they
also influence what the successor situation of a situation is, but for learning of
cooperative behavior, this should obviously be the case!

The statistic-tuples of SAPs are then used to modify our Genetic Oper-
ators. For Crossover, we have strategies st1 = {sap11,..., sap1n} and st2 =
{sap21,...,sap2m}. We take st1 ∪ st2 and divide its SAPs into three pools:

good pool = {sap ∈ st1∪ st2 | use-nr > 0 and good - bad > good min}
indiff pool = {sap ∈ st1∪ st2 | use-nr > 0

and good min ≥ good - bad ≥ bad max}
bad pool = {sap ∈ st1∪ st2 | use-nr = 0 or use-nr > 0

and bad max > good - bad}
Here, good min and bad max are parameters that allow us better control over

which SAPs go into which pool. One obvious value for both of them is 0, which
results in having in good pool all SAPs that more often resulted in better situa-
tions than worse. Then indiff pool is usually rather small. By having good min >
0 and bad max < 0, we can broaden indiff pool a little bit and make it tougher
to get into good pool. The same three pools can also be defined for only one
strategy, which we have in case of Mutation.

For generating a new strategy st by Crossover, we use the pools as follows.
We use two parameters pgood and pindiff , pgood + pindiff ≤ 1, that define the
percentages for the SAPs taken from the pools. If st is supposed to have q SAPs,
then we randomly select

– �pgood × q� SAPs out of good pool,
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– �pindiff × q� SAPs out of good pool ∪ indiff pool, and
– q−�pgood×q� - �pindiff ×q� SAPs out of good pool ∪ indiff pool ∪ bad pool.

This means that for each of the q SAPs needed, SAPs in good pool have a chance
to be selected, while SAPs in the other pools are eligible for less “positions” in
the new strategy. Note that in the case of a pool containing less SAPs than
needed, all SAPs of this pool are selected and the remaining allotment for this
pool will be selected out of the next lower pool.

The intent of having Mutation is to add new SAPs to the gene pool (i.e.
the SAPs occurring in any strategy of the population). Therefore accountability
aspects are not so important for Mutation. So, we still use the three kinds of
Mutation we discussed in Section 2.2, but we can also add variants of the delete
and exchange Mutations, in which we delete/exchange not a random SAP, but
a random SAP of bad pool.

After having seen the usage of statistic-tuples, one might ask if it is really
necessary to initialize the tuples for the SAPs in a new strategy to a zero-vector.
Why not inherit the statistics from the parent? Due to using the nearest-neighbor
rule for action selection, the statistic-tuples have a certain dependency on the
other SAPs in a strategy, especially with respect to the bad and indiff numbers in
the tuple. If a particular SAP is put into a new strategy, in situations it previously
was responsible for the action taken now another SAP might become responsible
for the action (if its situation is more similar). In addition, if we learn strategies
for several agents in one individual, the statistic tuples reflect accountability of
actions with respect to the actions of the other agents (as already mentioned). In
a new individual, some of the other agents will act differently. Therefore SAPs
should not inherit their statistics from their parents.

4 Pursuit Games and the OLEMAS System

In order to test our improvement of evolutionary learning with accountability of
SAPs, we integrated our approach into the OLEMAS system (see [4] and [2]).
OLEMAS presents many variants of Pursuit Games as an application domain.

4.1 Pursuit Games

Pursuit Games were first introduced in multi-agent systems in [1]. Since then,
many variants of them have been introduced, see [3] for a list of features that
can be varied. The general idea of a Pursuit Game is to have a group of hunter
agents and one or several prey agents that move on a playing field consisting
of connected grids. The goal of the game is to have the hunters catch the prey
within a given limit of so-called turns, where the “catch” can be defined in several
ways (see Section 5).

Due to the many features that can be varied –like number of agents involved,
obstacles, possible actions agents can take, their size, shape and speed, many
possible random influences– very different game variants can be defined, some
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favoring the hunters, some the prey. Developing good strategies for the hunter
agents that achieve the necessary cooperative behavior to win the game, is, even
for a single variant, not always easy. However, given the enormous number of
possible variants, letting the hunters learn their strategies becomes a must.

4.2 Instantiating Our Approach for OLEMAS

In OLEMAS, a situation is described by a vector providing the coordinates of
all visible agents relative to the agent for which the situation is described, in a
fixed agent order. In addition, for each of these agents we also provide in the
vector their type and orientation. The set of actions of an agent can contain,
in addition to moves in the different directions and staying put, turns and for
on-line learning agents “learn”. Associated with each action of an agent is the
number of turns this agent needs to perform the action.

For measuring the similarity of two situations, we sum up the squares of the
difference in numbers of the corresponding coordinate fields and the orientation
fields of the two situation vectors. The function δ, that is used for both, fitness
computation and updating the statistic-tuples, is the sum of the Manhattan
distances between each hunter agent and each prey agent.

5 Experimental Evaluation

We have performed experimental series with a number of variants of Pursuits
Games to evaluate the general usefulness of our improvement. Due to lack of
space, we cannot present all experiments and therefore selected the most dif-
ferent ones with regard to the different features. We tested both the on- and
off-line versions of OLEMAS. In our experiments, we examined the (average)
time needed for learning and the quality of the found solution. The later is ex-
pressed by the (average) number of steps (turns) needed by the hunter agents to
catch the prey and by the success rate, i.e. the percentage of system runs that
have a positive result (i.e. hunters catching the prey within the given limit of
steps). Naturally, the success rate is only of interest if either the game variants
include random factors or we perform on-line learning.

In addition to comparing the base learning algorithm of [3], resp. [4], with
our improvement, we also compared our improvement described in Section 3
with an obvious variant of our general idea of including accountability into EL.
This variant is selecting the SAPs from the parent strategies totally controlled
by the success of the SAPs with the parents, without the additional random
influences that we proposed in Section 3. As we will see, this variant, that we
call pure success-based, is already better than the base algorithm and sometimes
also better than what we proposed in Section 3, which in the following we will
call success-influenced. The overall performance of the success-influenced version
is better than the pure success-based one (see later).

The general setting of all experiments is that we defined a game variant, the
basic parameters of our GA and the basic learning parameters, and between the
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Table 1. Experimental results for off-line learning, times in minutes

Variant Base algorithm Pure success-based Success-influenced
time steps success time steps success time steps success

1 555.00 99 - - - - - - -
2 1144.00 77 50% 1071.00 82 60% 971.00 51 60%
3 20.18 73 60% 20.70 37 70% 9.18 30 85%
4 34.25 51 70% 17.18 47 80% 12.07 45 80%
5 - - - 544.00 326 20% 375.00 272 15%
6 0.38 73.5 100% 0.18 59.4 100% 0.23 59.9 100%
7 375.00 107 30% 281.00 47 55% 244.00 51 55%
8 5.18 190 - 4.85 109 - 5.03 177 -
9 82.07 43 - 79.05 44 - 74.00 31 -
10 69.10 71 - 41.18 69 - 40.67 57 -
11 135.18 117 - 82.07 91 - 60.00 72 -

Table 2. Experimental results for on-line learning, times in minutes

Variant Base algorithm Pure success-based Success-influenced
time steps success time steps success time steps success

1 6.65 153.4 90% 8.58 232.9 80% 7.38 197.4 90%
2 448.00 97.3 60% 464.00 79.2 70% 419.00 65.4 70%
3 0.36 59.8 90% 0.33 50.4 100% 0.24 48.1 100%
4 0.32 54.1 95% 0.30 50.4 100% 0.28 41.5 100%
5 177.12 61.3 65% 105.00 71.9 85% 92.23 60.9 90%
6 0.29 35 100% 0.19 29.4 100% 0.20 32.4 100%
7 132.08 72.5 55% 111.23 51.7 70% 103.98 40.1 80%
8 2.70 214.5 80% 2.34 199.3 80% 2.37 201.3 75%
9 5.78 141.9 90% 2.59 68.8 100% 2.90 65.5 100%
10 14.05 73.5 55% 11.08 61.8 65% 10.68 39.7 70%
11 7.00 171.3 45% 5.13 116.7 55% 3.53 64.9 90%

three tested learning algorithm variants the only differences are whether and
how the statistical data of the SAPs was used in the Genetic Operators. For
the success-influenced variant, the values used for the parameters defining the
influence of the different pools are pgood=0.65 and pindiff=0.25. The additional
parameters of Section 3 were good min = 0 and bad max = 0. For Mutation, we
only used the three kinds we discussed in Section 2.2 with the same probability.

The game variants with fixed start positions have these positions depicted in
Figure 1. Also in Figure 1, on the right side, we present names for the different
agent shapes used in the experiments. In variants 1,8,9,and 11 the goal of the
game is to “kill” the prey(s), i.e. a hunter occupying a grid field that is also
occupied by the prey (for variant 8, both preys have to be killed at the same
time). In all other variants, the game goal is to immobilize the prey. In game
variants with only one hunter, this hunter’s strategy is to be learned. In variants
2 and 7, both hunters’ strategies are learned, resp. both hunters perform on-
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Fig. 1. Start positions for game variants and shapes of agent types

line learning. In variant 3, we have a hunter of type H1 (learning) and one of
type H2 with a fixed strategy (simply moving towards the prey, which forces the
other hunter to come up with a good support strategy). This fixed strategy is
also employed by one hunter of type H2 in variant 4, the hunter of shape H2 in
variant 5 and the hunter of type H3 in variant 6. The learning hunter in variant
4 also has shape H2, while the learning hunter in variant 6 has shape H1. The
preys in variants 1,3,4,6 and 8 to 11 use a strategy that tries to evade the nearest
hunter, while in the other variants the preys move randomly. If not otherwise
depicted, the preys are of type P1. Note that variants 2 and 11 have an infinite
grid, while all other variants are played on a 30×30 grid.

Let us first look at the results for off-line learning in Table 1. With the
exception of the maze variant 1, both the pure success-based and the success-
influenced modifications outperform the original algorithm. For many variants,
we have large improvements in run (i.e. learning) time and where the improve-
ments are not so big, we see large reductions in the number of steps, i.e. in the
quality of the found strategies. Comparing our two modifications, for 8 of the
variants the success-influenced approach is faster (often substantially), while for
the other two it is not much slower.

For on-line learning (see Table 2), we again have no improvement by either
of our modifications for the maze variant 1, while for all other game variants
the success-influenced algorithm has better run times, better average number of
steps and (with one exception) a higher success rate. The pure success-based
method is always better than the base algorithm in at least one measure, but
not consistently with all measures. If we compare our two modifications then the
success-influenced one has the upper hand for most variants and for those where
it does not, it is very close (for variant 9, the run time is not so close, but the
average number of steps is better, instead).

So, with the exception of variant 1 (in fact, we tried several other, more
complex mazes and variant 1 is typical for the outcome), including accountability
of SAPs into EL leads to substantial improvements with regards to both learning
time and quality of the found (cooperative) strategies. Why do our modifications
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lead to worse performances for mazes? Looking at the difference in definition and
performance between the pure success-based approach and the success-influenced
approach (that we propose as the approach to choose in future) helps us to find
the reasons behind it. And these reasons go back to the general problem of
exploration vs. exploitation that learning approaches of behavior have.

Obstacles in general, but very especially mazes require from an agent a lot
of exploration in order to deal with them. Especially with a function δ that
does not take into account obstacles or other agents that are in the way, it is
very important that agents explore their possibilities long enough to get into
situations that are clearly better. With a maze, rather long action sequences
are required to reach a situation that obviously leads towards the goal (with
some intermediate situations that even might look like they lead away from the
goal) and therefore allows for an appropriate reward for the decisions that led
to the actions. In our base algorithm, the random effects that an evolutionary
algorithm makes use of are responsible for exploring the possibilities. Adding
accountability to the approach by using the statistic data counters the random
effects, obviously more in the pure success-based approach than in the success-
influenced one. Taking away some of the randomness makes it harder to explore
and consequently our improvement is not an improvement at all but instead
makes learning worse. In less extreme situations, with more realistic obstacles,
the success-influenced approach on the one side focuses the randomness, which
results in being better than the base algorithm. On the other side, by having
the accountability of the SAPs just as an influence and not as the only selection
criteria on the SAP level, there is the right amount of randomness there to
explore the situations, which results in the success-influenced approach being
better than the pure success-based approach.

6 Related Work

While using different learning algorithms on different levels of an agent has been
suggested as the future of learning in multi-agent systems (see, for example,
[9]), our improvement of EL by adding accountability does tackle just one level
of learning (although both, our improvement and different algorithms on dif-
ferent levels can be seen as combinations of learning approaches, see the next
paragraph).

Within evolutionary computing, learning classifier systems (LCS) are also
used to learn the behavior of an agent. In fact, as pointed out in [7], LCS can
be seen as a more general technique than reinforcement learning, being able to
mimic it. In LCS, the whole set of individuals (that represent single rules) at any
point in time represents one agent strategy, so that the fitness of an individual
has to be seen as a measure for a strategy component (this is often referred to
as the Michigan approach to evolutionary computing). In contrast, our basic EL
approach has as individual still a whole strategy (this is called the Pittsburgh
approach) and our improvement adds accountability of components on a lower
level. Consequently, we still have the advantages of the basic approach, like
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not having to completely solve the credit assignment problem and judging a
whole strategy after a complete run, but now combined with the accountability
advantage of LCS (and reinforcement learning).

7 Conclusion

We have presented an improvement to evolutionary learning of cooperative be-
havior for agents based on prototypical situation-action pairs and the nearest-
neighbor rule. The improvement aims at accountability of all decisions with
regard to learning, adding a second layer to learning structure within the basic
genetic operators. In our experiments, we used two different ways to make use of
this and our evaluation showed that, with the exception of mazes, both improve-
ments achieved better results than the original evolutionary learning algorithm,
i.e. the time spent for learning was less or the quality of the learned strategies was
better or both. When comparing the two ways of making use of accountability,
a success-influenced approach that combines accountability of SAPs with some
random influences in most cases achieved better results, due to a better mixture
of exploration and exploitation in it, than a pure success-based approach. Since
maze-like settings can be easily detected, our results recommend to employ our
success-influenced approach whenever the setting is not maze-like.
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