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4.2 Support vector machines: 
      General idea 

See C.J.C. Burges: A Tutorial on Support Vector 
Machines for Pattern Recognition, Data Mining and 
Knowledge Discovery 2, 1998, pp. 121–167  
}  Use the learned function to separate two sets of 

examples (which can then be done several times to 
partition the set of examples into more than 2 
classes) 

}  Find the parameters for the function (scheme) that 
provides the largest margins (to both sides) for the 
separation èresults in more generality 

}  Allow for data transformations before doing the 
separation (èkernel function) 
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General idea (cont.) 

Linear, two feature graphical example: 
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General idea (cont.) 

Linear, two feature graphical example: 
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maximum margin hyperplane 

support vector 

support vector 

Learning phase: 
Representing and storing the knowledge 

Again, we look for an f of the form 
         f(x1,...,xn) = f(x1,...xn,p1,...,pm) 
 Also, we need an f that has only two results 
(representing the two classes that have to be 
distinguished)  
èuse {-1,1} as the two results and then use  
   sign-function. 
Finally, hyperplanes are mathematically easiest to deal 
with, so choose as f a linear function:  

 f(x1,...,xn) = sign(x1*p1 + ... + xn*pn + pn+1) 
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Learning phase: 
What or whom to learn from 

We learn from examples that usually are represented as 
(numerical) feature vectors with the class they belong 
to: 

 ex1:  (val11 ,..., val1n,cl1) 
      ... 

 exk:  (valk1 ,..., valkn,clk) 
We can also think about them as positive and negative 
examples. 
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Learning phase: 
Learning method 

Case 1: let’s assume that we can perfectly separate the 
two classes: 
Then we need to find p1,...pn+1 such that they separate 
the two sets of examples and additionally produce the 
largest margin (which should result in the biggest 
generalization potential).  
More formally: 
Let [valj] be the vector (valj1,...,valjn), [p] the vector 
(p1,...,pn) and [valj][p] the vector product, i.e. Σ i=1

n valjipi.  
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Learning phase: 
Learning method (cont.) 

Then having the two example sets separated means 
 1/m Σ j=1

k loss([valj][p] + pn+1,clj) = 0 
where loss(x,y) =1, if x≠y, and 0, else. 
The largest margin is represented by: 

 ||[p]||2 being minimal 
subject to  

 minj|[valj][p]| = 1 
(the ||[p]||2 is the VC complexity of linear functions and 
represents the best achievable margins). 
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Learning phase: 
Learning method (cont.) 

If we assume that we have all examples in the right set, 
this can be rewritten as:   

 minimize ||[p]||2 

subject to 
 clj ([valj][p] + pn+1) ≥1 

This represents a so-called constraint quadratic 
optimization problem and there are many software 
packages available to solve such problems.   
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Learning phase: 
Learning method (cont.) 

Case 2: now let’s assume that we have examples that 
will always end up wrongly classified 
Then we additionally want to have that our parameters 
minimize the error produced by these examples (i.e. 
the hyperplane should be the one that have these 
examples as near to their correct margin as possible). 
This can be achieved by redefining the loss-function to 

 loss(x,y) = max(0,1-xy) 
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Learning phase: 
Learning method (cont.) 

Bringing this into a similar form as before results in 
 minimize ||[p]||2 + C * Σ j=1

k hingej 

subject to 
 clj ([valj][p] + pn+1) ≥1 - hingej for hingej ≥0 

The hingej are called the hinge-loss produced by the 
particular solution and C is a weight parameter.  
This form allows, again, to be solved as a constraint 
quadratic optimization problem   
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Learning phase: 
Learning method (cont.) 

Case 3: let’s assume we have case 2, but the results are 
very bad 
This means that the two sets of examples overlap too 
much, or –in other words- our linear function is not 
the right “shape” for the job. The solution idea is to 
transfer our data into another “feature space” (usually 
with more features) in which the two sets of examples 
are now separable by a linear function. This transfer is 
accomplished by a function that in the literature is 
usually called Φ, Φ([x]) = [x]new. Obviously, we have to 
create additional (in fact new) features that are 
combinations of the original features.   
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Learning phase: 
Learning method (cont.) 

If we look at the usage of the features, then we only 
perform vector multiplications, so that we really only 
need a function K(x,y) = Φ(x)Φ(y) in our 
computations. K is called a kernel function.  
Often used kernel functions are 

 K(x,y) = (xy)d  polynomial kernel 
 K(x,y) = exp(−γ ||x-y||2)  RBF kernel 
 K(x,y) = tanh(κ	xy	−δ	)  Neural-net style kernel 
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Application phase: 
How to detect applicable knowledge 

Just apply the function f (after transforming the example 
using the kernel function)! 

Machine Learning                                                                                                                     J. Denzinger 

Application phase: 
How to apply knowledge 

Just apply the function f (after transforming the example 
using the kernel function)! 
Testing for applicability is already applying the 
knowledge, again. 
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Application phase: 
Detect/deal with misleading knowledge 

If we are unhappy with the achieved classification for 
new examples we can only re-learn. 
And this un-happiness must be detected by humans or 
by comparisons of the results of the method with the 
real world (meaning that errors have to happen before 
we can realize that we were wrong).  
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General questions: 
Generalize/detect similarities? 

The margins represent the generalization potential of 
the method. 
Naturally, the elements in the two sets are considered 
to be similar to the support vectors.  
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General questions: 
Dealing with knowledge from other sources 

Some knowledge can be (very indirectly) incorporated 
via the kernel function.  And, naturally, in how to encode 
non-numerical features. 
But otherwise there is nothing else available.  
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(Conceptual) Example 

Support vector machines are really only interesting for 
large numbers of examples (that it nicely reduces to 
having only to look at the support vectors) with large 
numbers of features. Consequently, there are no good 
examples that can be shown in a class. 
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Pros and cons 

✚ strong mathematical foundation: statistic learning 
theory 

✚ worked very well for many applications 
-  we need a lot of examples to be able to solve the 

optimization problems 
-  finding numeric values for non-numeric features is 

often difficult 
-  finding the right kernel function can be challenging 
-  if we have more than two classes, how we iterate the 

process influences the outcome  
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4.3 Convoluted neural networks: 
      General idea 

See Golan, R: DeepCADe: A Deep Learning 
Architecture for the Detection of Lung Nodules in CT 
Scans, PhD thesis, CS Department, UofC, 2017 
}  Have the usual layered (definitely with hidden layers) 

network architecture, but add to it initial smaller 
networks that combine some of the input features 
using so-called feature maps (playing a similar role as 
kernel functions in SVMs). 

}  Those maps depend on the application and we have a 
lot of success for image classification and speech 
recognition 
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Learning phase: 
Representing and storing the knowledge 

Basic unit: a node that has weighted links going in and 
weighted links going out: 
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wi-1,1,j

wi-1,n(i-1),j

fact xi,j

wi,1,j

wi,ni,j

xij = fact(xi-1,1*wi-1,1,j,…,xi-1,ni-1*wi-1,ni-1,j)

Learning phase: 
Representing and storing the knowledge 

Nodes are grouped in layers: 
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Learning phase: 
Representing and storing the knowledge 

The overall structure of a convolutional neural network 
is: 
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feature maps: 
same color = same map, 
different input nodes 

pooling 
layer 

... 

fully connected layers 

... ... ... ... 

output 
nodes 

Learning phase: 
Representing and storing the knowledge 

}  each feature map is created by a kernel that “slides” 
over input vector using a feature sub-vector creating 
an “inner feature” for each sub-vector; 
same feature is used in several sub-vectors 

}  pooling nodes combine a group of inner features into 
a single value (a new inner feature) 

}  feature map layer followed by pooling layer can be 
repeated: output of one such pair is input for next  
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Learning phase: 
Representing and storing the knowledge 

Activation functions fact for node in: 
convolution layer of a feature map:  
   feature sub-vector: x1,...,xq  ; kernel: k1,...,kq 

   inner feature = Σi=1
q xiki 

max pooling layer: maximum value in input vector 
fully connected layer (examples):  
          z = xi-1,1*wi-1,1,j+...+xi-1,ni-1*wi-1,ni-1,j  
  logistic sigmoid: sig(z) = 1/ (1+e-z) 
  rectified linear unit: ReLU(z) = max (0,z) 
  hyperbolic tangent: tanh(z) = (1-e-2z)/(1+e-2z)    
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Learning phase: 
What or whom to learn from 

We learn from examples that usually are represented as 
(numerical) feature vectors with the class they belong 
to: 

 ex1:  (val11 ,..., val1n,cl1) 
      ... 

 exk:  (valk1 ,..., valkn,clk) 
Each feature is assigned an input node, each class is 
(usually) represented by an output node. 
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Learning phase: 
Learning method 

We learn by updating the weights of the links in the 
network. The output of the current network for one or 
several (a batch) training examples is compared with the 
expected output for those examples (the clis transformed 
into a vector (out1,...,outk) such that all outi = 0, except the 
outj representing the particular cli) and fed into a loss 
function. Its results are then given to a function flearn that 
(over time) tries to minimize the classification error of the 
network by adjusting the weights. This is done either until 
no improvement is possible anymore or until we have gone 
a given number of times through all the training examples 
(i.e. a given number of epochs).  
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Learning phase: 
Learning method (cont.) 

An often used example of flearn is backpropagation: 
Let diffend,i = xend,i - outi , Δend-j,p,i = 0 (f.a. j,p,i) 
Recursively define diffend-j,i by 
 diffend-j,i = Σp=1ddiffend-(j-1),p/d(xend-j,i * wend-j,p.i) 
(accomplishing a distribution of the loss over the 
network nodes via the gradients) 
 Δend-j,p,i = Δend-j,p,i + xend-j,i* diffend-j+1,i   (f.a p) 
(prepares the update of the weights) 
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Learning phase: 
Learning method (cont.) 

flearn uses the Δ-values to compute  
  Dj,p.i = 1/m * Δj,p.i+ λwj,p.i  (f.a i,j,p) 
and updates the weights by 
  wj,p.i  = wj,p.i  - αDj,p.i  
α(learning factor, determines the “speed” of the 
learning) and λ (regularization factor, punishes high 
value weights) are parameters. 
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Application phase: 
How to detect applicable knowledge 

By simply feeding the input vector to classify to the 
network.  
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Application phase: 
How to apply knowledge 

By simply feeding the input vector to classify to the 
network and selecting the class represented by the 
output node with highest value.  
There is no distinction between detecting applicable 
knowledge and applying it. 
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Application phase: 
Detect/deal with misleading knowledge 

If a user is not happy with the result of the network, 
the set of training examples need to be extended with 
the misclassified examples (with correct classification) 
and the network needs to be retrained. 
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General questions: 
Generalize/detect similarities? 

In theory, if the network is not overfitting, then it 
represents a generalization of the training examples.  
There is no assumption that the features of training 
examples of the same class have to be somewhat 
similar (in contrast to some other learning approaches). 
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General questions: 
Dealing with knowledge from other sources 

There is not exactly an easy way to include knowledge 
from other sources, except via selecting parameters (as 
usual). 
But in order to use feature maps, some knowledge 
about the application is needed to suggest feature 
combinations that should be fed into these maps. 
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Example? 

For convolutional neural networks: no! Much too time 
consuming! 
Look at the perceptron example from the AI course to 
get an idea what is going on in a much simpler case. 
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Pros and cons 

✚ highly successful in classifying sensory data (visual, 
audio, ...) 

✚ can make excellent use of GPUs 
-  new data always requires relearning 
-  a lot of parameters need to be chosen well, starting 

with the network structure 
-  no one really “understands” what is going on in the 

network 

 

Machine Learning                                                                                                                     J. Denzinger 


