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Machine Learning 

Jörg Denzinger,  
ICT 752, denzinge@cpsc.ucalgary.ca   

0. Organizational Stuff 

Assignments and exams (and weight of grade): 
}  proposal for a rule learning system    15% 
}  implemented system     30% 
}  individual report on system and results  15% 
}  oral exam      40% 

Combination of individual report and exam (weighted) 
has to be D or better to pass the course! 
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More info and materials: 

}  Course webside: 
http://pages.cpsc.ucalgary.ca/~denzinge/ 

   courses/cs599-winter2020.html 
}  Internet 
}  Recommended books/papers 
}  Talk to me, ask questions, send me email. 
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1. Introduction 
1.1 What is learning? 

One definition: 
Bower, Hilgard:  
 Theories of learning, Prentice-Hall, 1975: 

Learning refers to the change in a subject’s behavior to 
a given situation brought about by his repeated 
experiences in that situation, provided that the 
behavior change cannot be explained on the basis of 
native response tendencies, maturation, or temporary 
states of the subject (e.g. fatigue, drugs, etc.) 
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Why Machine Learning? 
}  Can increase 

  � efficiency 
  � applicability 
  � variability 
of programs (è adaptation) 

}  Can create explicit knowledge out of information 
(èdata mining (misnomer), analytics) 

}  Can find solutions to problems by learning what good 
solution pieces are (èdiscovery) 
➜ In the future, will be expected from nearly every 

system that involves software! 
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So, what is Machine Learning? 

P. Langley: Elements of Machine Learning, Morgan 
Kaufmann, 1996: 

Learning is the improvement of performance in some 
environment through acquisition of knowledge 
resulting from experience in that environment. 

 
Or (my definition): 
Learning encompasses all self modifications of a (combined) 

system that allow an improved future system behavior. 
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Or, as picture 

 
Langley 1996: 
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knowledge
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learner

Easy, but: 
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Reinforcement learning 

Cluster 

K-means Cross-validation 

similarity 

induction 

deduction 

Convoluted Neural network 

SVM	

Decision trees 

Naïve Bayes 

ID3 
feature

?

REGRESSION 

Case-based reasoning 

1.2 How to characterize a learning system 

Usually, there are two phases/steps in a learning system: 
}  Learning phase 
}  Application phase 
But there are also some general questions that each 
learning system has to “answer”, and the answers can 
be realized in either one of the two phases above. 
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The Learning Phase:  
questions to answer 

}  How to represent and store learned knowledge? 
èused data structures, but also structures that help  
    access the knowledge (connection to data bases) 

}  What or whom to learn from? 
èalso: learning continuously (on-line) or just once  
    (off-line) or in some intervals 

}  And naturally: 
What learning method to use? 
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The Application Phase:  
questions to answer 

}  How to detect applicable knowledge? 
èconnected to the structures that help to access  
    knowledge from learning phase 

}  How to apply knowledge? 
èoften related to previous question, but might  
    require additional steps/computations 

}  How to detect and deal with misleading knowledge? 
èif answers to questions above are not good enough 
    also often used after knowledge has been applied, 
    i.e. later in the application  
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General Questions 

}  How to generalize, resp. detect and define 
similarities? 
èusually a key question with several possible  
    answers for a single learning method 
èalso usually dependent on application area 

}  How to combine knowledge from different sources 
(including knowledge we already have)? 
èwell done by humans, but often ignored by machine  
    learning research (example: most neural networks) 
èoften related to question of how to deal with  
    misleading knowledge 
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1.3 So, how should we structure this 
course? 

Literature gives us several candidates: 
}  task type: clustering, classification, value prediction,... 
}  complexity of method 
}  used data (knowledge) structures 
}  preference by authors or certain groups 
}  ... 
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Intended structure of this course: 

1.  Introduction 
2.  Preliminaries 
3.  Learning rules 
4.  Learning parameter settings 
5.  Learning trees/graphs 
6.  Learning partitions of sets 
7.  Learning sequences/behaviors 
8.  Learning cases 
9.  General improvement techniques 
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1.4 General Problems of Machine Learning 
Systems 

}  Exploration vs exploitation 
}  Noise 
}  Uneven distribution of features/examples 
}  Over-fitting 
}  Missing examples 
}  Missing features 
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2. Preliminaries: 
2.1. Some terminology 

}  concept: entity/structure to be learned. Usually 
expressed via examples, some of which it generalizes  
other terms: model, learned structure(s) 

}  example (positive/negative): positive example is an 
example that is generalized by a particular concept, 
negative example is not covered by a concept 
other terms: experience, fact 

}  feature: property of an example or concept 
other terms: attribute 
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Some terminology (cont.) 
}  coverage: number of examples for which a learned 

structure is applicable 
other term: support 

}  accuracy: number of examples for which a learned 
structure is applicable and creates the correct result 
other term: confidence 

}  error: number of examples for which a learned 
structure is applicable and creates the wrong result. 
If the results are numbers, the error is often also 
taking into account how far off the learned structure 
is from the real value 
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Data vs information vs knowledge 
See: M.H. Zack: Managing Codified Knowledge, Sloan 
Management Review,  1999, pp. 45-58. 
}  data: “represent observations or facts out of context that 

are, therefore, not directly meaningful.” 
 

}  information: “results from placing data within some 
meaningful context” 
 

}  knowledge: “is that which we come to believe and 
value on the basis of the meaningfully organized 
accumulation of information (messages) through 
experience, communication, or inference” 
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Data vs information vs knowledge 
See: M.H. Zack: Managing Codified Knowledge, Sloan 
Management Review,  1999, pp. 45-58. 
}  data: “represent observations or facts out of context that 

are, therefore, not directly meaningful.” 
è12.5 

}  information: “results from placing data within some 
meaningful context” 
èblood glucose level is 12.5 

}  knowledge: “is that which we come to believe and 
value on the basis of the meaningfully organized 
accumulation of information (messages) through 
experience, communication, or inference” 
èa blood glucose level of lower than 7 is considered  
   healthy 
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2.2 How to evaluate learning methods? 

Obviously, by evaluating how well concepts are learned! 
But how to do this, if concepts are intended to describe 
infinitely many positive examples (or if there are 
infinitely many negative examples)? 
If the learning goal is to create structures that 
represent discoveries, then the quality of the learning is 
determined by the quality of the discoveries (which is 
usually very subjective, although if something new (and 
perhaps unexpected) is created then the learning is 
considered successful).  
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How to evaluate learning methods (cont.)? 

If the learning goal is prediction, then a better 
evaluation is possible by testing how well the learned 
structure predicts things. This usually means that the 
learning is performed on a set of examples, the so-
called training set, and then the learned structure is 
applied to a set of different examples, the test set.  And 
the quality is determined by the produced error (or 
achieved accuracy). Naturally, in order to allow for 
more general statements, learning is performed for 
several training set/test set pairs.  
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How to evaluate learning methods (cont.)? 

Often, ten-fold cross-validation is used:  Whole set of 
available examples is randomly divided into 10 sub-sets. 
Then learning is performed from nine of those sets and 
the tenth is used as test set (and this is done with each 
of the sets acting as test set once). 
Other methods (for really large data sets) select a 
(smaller) number of random examples for learning and 
then do the same for testing (and, again, this is repeated 
several times).  

Machine Learning                                                                                                                     J. Denzinger 


