
7. Learning Sequences/Behaviors 

Sequences and more generally behaviors are about 
integrating the concept of time into what is learned. In 
general, there are many ways how to model time and 
consequently rather different methods for learning 
sequences and behaviors. The features used by the 
learners are usually referred to as events. 
Behaviors usually produce different sequences of 
actions/events (based on what is happening outside of 
the system using the behavior) and consequently what 
is learned are essentially “programs” for some 
“machine” (resp. interpreter). 
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How to use sequences/behaviors? 

Sequences are used 
}  to analyze time dependent data 
}  to predict future events 
}  to avoid certain future events 
Behaviors are used as are sequences used and   
}  to fulfill certain goals 
}  to predict the actions of other entities  
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Known methods to learn sequences: 

}  the Apriori”X”algorithms 
}  many kinds of opponent modeling 
}  many evolutionary approaches 
}  reinforcement learning 
}  ... 
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Comments: 

}  Sequences of length 1 are also sequences 
F connection to all other structures to learn 

}  In order to create behaviors we need a “machine” 
and a “program”. This program often is some kind of 
data structure, like a set of rules, an automata (i.e. 
graph) or a sequence.  

}  Most approaches for sequences focus on how often 
they appear, while approaches for behaviors usually 
are after the success. But we start to see approaches 
that are after both. 
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7.1 Learning sequential patterns: 
      General idea 

See Agrawal, R.; Srikant, R.: Mining Sequential Patterns, 
Proc. 11th ICDE, Taipei, 1995. 
Aimed at learning reoccurring sequences of grouped 
events (like items bought by a customer over several 
shopping trips). Between the events of a sequence 
other events are allowed. 
The method is based on the Apriori method (see 2.1). 
It is used to identify the groups of events but also 
inspired the way how longer sequences are constructed 
out of smaller ones.    

Machine Learning                                                                                                                     J. Denzinger 



Learning phase: 
Representing and storing the knowledge 

The learning result is a set of sequences of the form 
   ({ev1,1,ev1,2,...,ev1,n1},{ev2,1,....,ev2,n2},...,{evk,1,...,evk,nk}) 
where each evi,j is an event out of a set Events and all 
evi,j happen before the evi+1,js. 
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Learning phase: 
What or whom to learn from 

We are learning from a set of sequences of event sets: 
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       {evk,1
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Learning phase: 
Learning method 

In the following, we will be looking at the AprioriAll 
method. 
In a first step the Apriori method is used to identify all 
event sets (also called itemsets) that have a given 
minimum support, which means they appear (perhaps 
as subsets of an event set) in a given number min-supp 
of the input sequences. The set of those sets (called 
litemsets for large itemsets) will be denoted by L. 
Converted into sequences of one element, the 
members of L are also forming the set of 1-sequences.     
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Learning phase: 
Learning method (cont.) 

In a next step, the input sequences are reduced to 
sequences that only contain those event sets that have 
elements of L as subsets. Note that an element of such 
a sequence might represent several elements of L (and 
therefore is a set)! 
The following step iteratively creates the sets of k-
sequences until we reach a k where the set is empty. 
The set of candidate k-sequences are created out of 
the set of (k-1)-sequences by looking at all pairs (p,q) of 
(k-1)-sequences for which the first k-2 sequence 
elements are identical and add to these k-2 elements 
the last element of p followed by the last element of q. 
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Learning phase: 
Learning method (cont.) 

Note that with (p,q) naturally also (q,p) is a pair for the 
above! 
From the resulting candidate set we eliminate all 
sequences that have a (k-1) subsequence that is not in 
the set of (k-1)-sequences.  
For each of the remaining candidate sequences we 
calculate the support in our input sequences (i.e. in 
how many of those sequences they appear, with 
additional elements allowed in-between) and we delete 
all candidates that do not have min-supp support. 
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Learning phase: 
Learning method (cont.) 

The final step is to go over the sequences for all k-
values and eliminate all sequences that are sub-
sequences of another sequence. The remaining 
sequences are maximal sequences with at least minimal 
support. 
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Application phase: 
How to detect applicable knowledge 

In many applications, just creating the learned 
sequences is the goal (for a human analysis). But a 
possible (automated) application is to look at a 
particular sequence of observed event sets 
   ({oev1,1,...,oev1,m1},...,{oevq,1,...,oevq,mq}) 
and check for each learned sequence 
   ({ev1,1,...,ev1,n1},...,{evk,1,...,evk,nk}) 
and a given parameter min-length, if there are i1<...< 
imin-length, such that  
   {evj,1,...,evj,nj} ⊆ {oevij,1,...,oevij,mij} 
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Application phase: 
How to apply knowledge 

For each learned sequence that is found applicable, we 
then assume that the rest of the sequence (i.e. the 
elements beyond min-length) are very likely to appear 
in the future of the observed event sets. Then we can 
use this prediction either to entice the producer of the 
observed events to make these predicted events 
happen or we can try to influence the environment of 
the producer to make it impossible to have these 
events happen (obviously depending on how we see 
these sequences: good or bad).   
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Application phase: 
Detect/deal with misleading knowledge 

As so often, this is not part of the whole process.  And, 
as usual, detection has to be done be the user of the 
process and it is dealt with by re-learning (with more 
training examples). 
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General questions: 
Generalize/detect similarities? 

This is not part of the method. But instead of equality 
of event sets, sufficient similarity could be used. 
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General questions: 
Dealing with knowledge from other sources 

The learning method does not directly allow for the 
integration of knowledge from other sources (even 
selecting min-supp is not so open to using knowledge 
from other sources, usually you have to try out several 
values).   
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(Conceptual) Example 

For this example, we assume that we identified the sets 
of events via Apriori that form the steps of sequences. 
We also compressed them into one “super”-event 
(indicated by a number), so that in the following we 
look at how sequences of these super-events are 
learned. We also have already eliminated all event sets 
that did not have sufficient support.  
The remaining sequences to learn from are: 

 ({1},{2,3},{4}) 
 ({5},{1},{3},{4}) 
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(Conceptual) Example (cont.) 

 ({2},{1},{4},{5}) 
 ({1,4},{5},{2},{4},{5},{2}) 
 ({2},{1},{4},{5}) 
 ({5},{2}) 
 ({1},{3},{2}) 
 ({1}) 

We will use min-supp = 3. 
The set of 1-sequences obviously is 

 {(1),(2),(3),(4),(5)} 
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(Conceptual) Example (cont.) 
For constructing the 2-sequences, we create the candidate 
set: 
{(1,1),(1,2),(2,1),(1,3),(3,1),(1,4),(4,1),(1,5),(5,1),(2,2),(2,3),
(3,2),(2,4),(4,2),(2,5),(5,2),(3,3),(3,4),(4,3),(3,5),(5,3),(4,4),
(4,5),(5,4),(5,5)} 
Eliminating the candidates without enough support leads to: 

 {(1,2),(1,3),(1,4),(1,5),(2,4),(2,5),(4,5)} 
The candidates for 3-sequences are 
{(1,2,2),(1,2,3),(1,3,2),(1,2,4),(1,4,2),(1,2,5),(1,5,2),(1,3,3),
(1,3,4),(1,4,3),(1,3,5),(1,5,3),(1,4,4),(1,4,5),(1,5,5),(1,5,4),
(2,4,4),(2,4,5),(2,5,4),(2,5,5),(4,5,5)} 
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(Conceptual) Example (cont.) 
Eliminating the candidates with 2-sequences not in the 
2-sequence set leads to 

 {(1,2,4),(1,2,5),(1,4,5),(2,4,5)} 
Eliminating candidates without sufficient support leads 
to   

 {(2,4,5)} 
which finishes the sequence creation step (since the 
next round leads to {}). 
The final step gets us to 

 {(1,2),(1,3),(1,4),(1,5),(2,5),(2,4,5)} 
 as the final set of maximal sequence pattern. 
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Pros and cons 

✚ allows for the learning of sequence pattern that have 
non-pattern related events occurring inside the 
pattern 

-  requires a lot of implementation “tricks” to achieve 
necessary efficiency for large data sets 

-  no looking at the “quality” of sequences (for example, 
sequences with high-priced items)  
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7.2. Reinforcement learning: 
       General idea 

See Sutton, R.S., Barto, A.G.: Reinforcement learning:  An 
Introduction, MIT Press,  1998. 
Aimed at learning a behavior of an agent to fulfill a 
particular goal (which can be rather general, like 
winning a game or flying a helicopter).  
Use rewards (out of environment) and aim at 
maximizing future rewards. While there is quite some 
theory around this, pragmatically what is done is to 
distribute any received reward over (part of ) the 
sequence of actions that led to it (but note that 
rewards can also be negative, i.e. penalties).   
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Learning phase: 
Representing and storing the knowledge 

The learned knowledge is stored in a matrix where one 
dimension are all possible situations (sit1,...,sitn) and the 
other dimension are the possible actions (a1,...,am). The 
matrix entry at siti, aj is traditionally called the Q-value 
Q(siti,aj) and is supposed to represent the quality of 
doing action aj in situation siti. 
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Learning phase: 
What or whom to learn from 

Reinforcement learning is a continuous process in 
which the agent performs actions in situations and 
receives “rewards” for its performance. So, we learn 
from a sequence 

 sit1,a1,rev1,...,sitt,at,revt,... 
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Learning phase: 
Learning method 

The Sarsa method uses two situations, the performed 
actions and the reward between them to update the Q-
matrix (hence the name: siti,ai,revi,siti+1,ai+1): 
Q(siti,ai) := Q(siti,ai) +α[revi +γQ(siti+1,ai+1)-Q(siti,ai)] 
Initially, the Q-entries are initialized randomly. 
αand γare parameters:   
α, the learning factor, influences the rate with which Q 
converges against the correct value of Q for the 
learning goal. 
γ, the discount rate, determines the emphasis on the 
importance of future evaluation values     
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Application phase: 
How to detect applicable knowledge 

By looking at the Q-values for the current situation. 

Machine Learning                                                                                                                     J. Denzinger 



Application phase: 
How to apply knowledge 

While the obvious application of the Q-value matrix is 
to look at the Q-values for the different possible 
actions in a given situation and choose the action with 
the best value (with a tiebreaker in place), this is not 
really working well. 
Reinforcement learning is an online learning method 
and that means that the learner needs to explore 
possibilities (Fexploration vs exploitation). Therefore, 
when applying the knowledge represented by the Q-
value matrix, we need to mix this knowledge with some 
random element. 
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Application phase: 
How to apply knowledge (cont.) 

There are several different ways for this: 
}  choosing a random action every m-turns 
}  choosing a random action with a certain probability 

(and otherwise use Q-values) 
}  adding a random number to each Q-value before 

then choosing the action with best Q-value (but not 
changing the matrix) 

}  ... 

Machine Learning                                                                                                                     J. Denzinger 



Application phase: 
Detect/deal with misleading knowledge 

Detecting misleading knowledge (i.e. bad Q-values) is 
done via the rewards. And, naturally, the learning aims at 
correcting this by changing the Q-values (but this can 
take time). 
But this allows for dealing with changing environments, 
since changing rewards will result in changing behavior.  
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General questions: 
Generalize/detect similarities? 

Some generalization is achieved by aggregating the 
rewards over time. But there is no usage for similarities 
in this base method (but the approach can also be used 
to learn rules, where all situations a rule applies to can 
be seen as similar, which is not always without 
problems). 
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General questions: 
Dealing with knowledge from other sources 

Instead of random initialization of the Q-value matrix, 
knowledge can be used. But this can also be dangerous, 
since we have to think a lot about the consequences of 
a particular setting and if we are wrong we can slow 
down the learning substantially.  
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(Conceptual) Example 

Learning to react to certain stimuli the right way. 
Our set of situations consists of observing one of 3 
characters: a,b,c 
Our set of actions consists of sending one of two 
characters: x,y 
What we would like to achieve is learning the following 
behavior: whenever we have observed first a “c” and 
then immediately an “a” we want to send 2 times an 
“x”. Otherwise we do not care, except that we do not 
want to send two “x” in series any other times.  
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(Conceptual) Example (cont.) 

To realize the rewards for this, we give a reward of +5 
after the second “x” following “ca” and a “reward” of -5 
every time we have 2 “x” and did not have “ca” before 
it (note that there are other reward structures to 
achieve our intended behavior). 
In the following, we use as parameter values α=0.1 and 
γ=0.1, do a random action every 4 turns and start 
with the following Q-values: 
Q(a,x)=1, Q(a,y)=0, Q(b,x)=1, Q(b,y)=0, Q(c,x)=1, 
Q(c,y)=0    
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(Conceptual) Example (cont.) 
We start with the situation “a”, which results in action 
“x”, producing a reward of 0. Next, we get “c”, resulting 
in “x” and a reward of -5. We now also can update 
Q(a,x), namely to 1+0.1(0+0.1*1-1) = 1-0.09 = 0.91. 
Now we get into situation “a”, still resulting in action 
”x”, which now produces a reward of 5. We update 
Q(c,x) to 1+0.1(-5+0.1*0.91-1) = 1-0.591 = 0.409. 
We now get situation “b” and since we are in the forth 
turn, we do a random action, which for this example is 
“y”, producing a reward of 0. We update Q(a,x) to 
0.91+0.1(5+0.1*0-0.91) = 0.91+0.409 = 1.319  
And so on. 
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Pros and cons 

✚ has strong theoretical foundation (Markov Decision 
Processes) and can be shown to converge against 
optimal behavior 

✚ allows for creating very fine-tuned behaviors 
-  in practice, convergence is often very slow and 

requires a lot of experiences 
-  setting exploration vs exploitation requires quite 

some experience by the user, as do the other 
parameters 

-  behaviors have to be mostly reactive  
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