
6. Learning Partitions of a Set 
Also known as clustering! 
Usually, we partition sets into subsets with elements 
that are somewhat similar (and since similarity is often 
task dependent, different partitions of the same set are 
possible and often needed). In contrast to classification 
tasks, partitioning is not using given classes, it creates its 
own classes (although there might be some constraints 
on what is allowed as a class; unsupervised learning). 
As such, learning partitions is not just to later classify 
additional examples, it also is about discovery of what 
should be classified together! 
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How to use set partitions? 

}  to create classes and then classify examples 
}  to find outliers in data sets 
}  to establish what feature values interesting classes 

should have. 
}  to find events that over time occur sufficiently often 

enough 
}  to find “plays” for a group of agents to help them 

achieve their goals 
}  ...   

Machine Learning                                                                                                                     J. Denzinger 



Known methods to learn partitions: 

}  k-means clustering and many improvements/
enhancements of it (like x-means) 

}  PAM (partitioning around medoids) 
}  sequential leader clustering 
}  hierarchical clustering methods 
}  conceptual clustering methods 
}  fuzzy clustering (allows an example to be in several 

clusters with different membership values) 
}  ... 
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Comments: 

}  All clustering methods have parameters (in addition 
to the similarity measure) that substantially influence 
what a partitioning of the set is created 
E quite some literature on how to compare  
     partitionings  

}  But similarity is the key parameter and dependent on 
what the clustering is aimed to achieve. 

}  Often we use a distance measure instead of similarity 
(which means we change maximizing to minimizing).    
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6.1 k-means clustering: 
      General idea 

See essentially every text book on Machine Learning. 
The basic idea is to use a given similarity (or distance) 
measure and a given number k to create k clusters out of 
the given examples (data points) by putting examples that 
are similar to each other into the same cluster. 
Since clusters need to have a center point, we start with k 
randomly selected center points, create clusters, compute 
the best center points for each cluster (centroids) and then 
repeat the clustering with the new center points. This whole 
process is repeated either a certain number of times, until 
the centroids do not change, or the quality of the 
partitioning improvement is below a threshold. 
Also, usually we do several runs using different initial center 
points.  
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Learning phase: 
Representing and storing the knowledge 

The clusters are represented by their centroids and 
these k elements (which are described by their values 
for the features that we have in the examples) are the 
stored knowledge. 
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Learning phase: 
What or whom to learn from 

As for so many learning methods, we learn from 
examples that are vectors of values for features:  

 ex1:  (val11 ,..., val1n) 
      ... 

 exs:  (vals1 ,..., valsn) 
valij ∈ featj with featj being the set of possible values for 
feature j. This forms the set Ex. 
Additionally, we need to be able to define a similarity 
function sim: (feat1 x ... x featn)2

 -> R (real numbers) 
and sim is provided/selected from the outside.  
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Learning phase: 
Learning method 

The basic algorithm is as follows (using a convergence 
parameter ε): 
Randomly select k elements {m1,...,mk} from Ex; 
Qualitynew := 0 
Repeat 

 For i=1 to k do Ci := {} 
 For all ex ∈ Ex do  
  assign ex to the Ci with sim (mi,ex) maximal 
 For i=1 to k do mi := 1/|Ci| * Σex∈Ci  ex 
 Qualityold := Qualitynew 

 Qualitynew := Σi=1
kΣex∈Ci sim (mi,ex) 

until Qualitynew - Qualityold< ε 
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Learning phase: 
Learning method (cont.) 

A key component of the algorithm is the computation 
of the new mis (“means”, centroids).  As one name 
suggests, they are supposed to represent the means of 
the members of a cluster and are computed by 
determining the mean value of the examples in the 
cluster for each individual feature.  
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Application phase: 
How to detect applicable knowledge 

By finding the nearest centroid (with regard to sim) to 
a given example to classify. 
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Application phase: 
How to apply knowledge 

Assign the example to classify to the cluster 
represented by the centroid to which it is nearest. 
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Application phase: 
Detect/deal with misleading knowledge 

Again, not part of the method. User has responsibility 
to do a re-learning if unsatisfied with current results. 
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General questions: 
Generalize/detect similarities? 

Obviously, the similarity function sim is responsible for 
this. While there are some general candidates for sim, 
often we need specialized functions incorporating 
already knowledge from the particular application. 
In general, similarity functions should fulfill 

 Reflexivity:  sim (x,x) = 1 
 Symmetry:  sim (x,y) = sim (y,x) 
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General questions: 
Generalize/detect similarities? (cont.) 

Among the general candidates for similarites for two 
vectors x = (x1,...,xn) and y = (y1,...,yn) are 
Euclidean distance: sqrt(Σi=1

n (xi-yi)2) (the smaller the 
better) 
Weighted Euclidean distance: sqrt(Σi=1

n wi*(xi-yi)2) (for  
    wi weight for feature i; the smaller the better, again). 
Manhattan distance: Σi=1

n |xi-yi| (the smaller the better,  
     again) 
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General questions: 
Dealing with knowledge from other sources 

Very indirectly, by influencing parameters, like the 
similarity function (or parameters in it). 
Example: 
 
 
 
The left clustering is the result of using standard 
Euclidean distance. The right clustering can be 
generated using a weighted Euclidean distance with 
weights w1=0 and w2=1  
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(Conceptual) Example 

We have two features (with real numbers as values), 
use Manhattan distance as similarity measure (ties are 
broken by assigning to the cluster with smaller index) 
and set k=2. We have the following set Ex: 
ex1: (1,1); ex2: (2,1); ex3: (2,2); ex4: (2,3); ex4: (3,3) 
Select m1,m2: (1,1), (3,3) 
C1= {(1,1), (2,1), (2,2)}    C2 = {(2,3), (3,3)} 
New mis: m1=(1.67,1.33); m2 = (2.5,3) 
No change in Cis, therefore no change in mis and 
Quality. Finished. 
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(Conceptual) Example 

New run: 
Select m1,m2: (2,3), (2,1) 
C1= {(2,3), (3,3), (2,2)}    C2 = {(2,1), (1,1)} 
New mis: m1=(2.33,2.67); m2 = (1.5,1) 
No change in Cis, therefore no change in mis and 
Quality. Finished. 
Note where (2,2) ends up in each run! 
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Pros and cons 

✚ efficient and simple to implement 
-  has often problems with non-numerical features 
-  choosing k is not always easy 
-  finds a local optimum, not a global one 
-  has problems with noisy data and with outliers 
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6.2. Sequential Leader Clustering: 
       General idea 

See Hartigan, J.A.: Clustering Algorithms, John Wiley & 
Sons, 1975. 
Instead of having to determine the right k, use a 
similarity threshold required to form a cluster. 
Otherwise, similar to k-means.  
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Learning phase: 
Representing and storing the knowledge 

The way the clusters are constructed, each of them can 
be represented by the example representing it and the 
threshold threshmin for the similarity measure. 
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Learning phase: 
What or whom to learn from 

As for k-means, we learn from examples that are 
vectors of values for features:  

 ex1:  (val11 ,..., val1n) 
      ... 

 exs:  (vals1 ,..., valsn) 
valij ∈ featj with featj being the set of possible values for 
feature j. This forms the set Ex. 
Also, as for k-means, we need to be able to define a 
similarity function sim: (feat1 x ... x featn)2

 -> R and sim 
is provided/selected from the outside.  
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Learning phase: 
Learning method 

The basic algorithm is as follows: 
C1 := {ex1} 
m1 := ex1 

count := 1 
For ex = ex2 to exs do 
      For i = 1 to count do 

    if sim(mi,ex) ≥ threshmin then 
        Ci := Ci ∪ {ex} 
        found := true 

      if not(found) then 
 Ccount+1 := {ex} 

  mcount+1 := ex 
 count := count + 1 
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Application phase: 
How to detect applicable knowledge 

Compute the similarity of a new example to all mis.  
The clusters where the similarity is above the threshold 
are applicable. 
It is possible that no cluster is applicable! 
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Application phase: 
How to apply knowledge 

Choose among the clusters that are applicable the one 
where the similarity to mi is the biggest. 
Note that in most cases there should be only one 
cluster applicable, but it is possible to get an overlap 
due to choosing the mis based on the sequence of the 
training examples. 
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Application phase: 
Detect/deal with misleading knowledge 

While bad clusters within a partition need to be 
detected by the user and resolved (by, for example, a 
re-run of the learning method with a different sequence 
of the examples), examples that do not fit into a cluster 
can be turned into a cluster immediately.  
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General questions: 
Generalize/detect similarities? 

As for k-means, the similarity/distance measure is a key 
component of the method and explicitly given.  
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General questions: 
Dealing with knowledge from other sources 

The method does not include any special ways to 
include other knowledge except for using it to choose 
the key parameters (similarity measure and threshold) 
well.  
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(Conceptual) Example 

Again, we have two features (with real numbers as 
values), use the Manhattan distance as similarity 
measure (ties are broken by assigning to the cluster 
with smaller index) and set threshmin=1. We have the 
following set Ex: 
ex1: (1,1); ex2: (2,1); ex4: (2,3); ex4: (3,3); ex5: (5,5) 
We get the following derivation: 
C1 = {ex1}, m1 = ex1 

C1 = {ex1,ex2} 
C2 = {ex3}, m2 = ex3 
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(Conceptual) Example (cont.) 

C2 = {ex3,ex4} 
C3 = {ex5}, m3 = ex5 

 
 
As exercise, use k-means on this with k=2 and k=3! 
Also, use Sequential Leader Clustering on the k-means 
example.  
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Pros and cons 

✚ also efficient and simple to implement 
✚ no pre-determined number of clusters 
✚ deals rather well with outliers (by giving each of them 

their own cluster) 
-  can have problems with non-numerical features 
-  choosing a good threshold value is key 
-  is dependent on sequence of examples 
-  mis might not be in the center of their clusters 
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6.3 Hierarchical clustering with COBWEB:  
      General idea 

Fisher, Douglas (1987): Knowledge acquisition via 
incremental conceptual clustering, Machine Learning 
2(2), pp. 139–172. 
Following slides are based on slides by Michael M. 
Richter. 
Create clusters based on conditional probabilities. Use 
a cluster tree to search for clusters with high 
predictiveness and high predictability.  
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Hierarchical clustering with COBWEB:  
General idea (cont.) 

Possible reactions to a new example at a node in such a 
tree are  
}  putting it into one of the successor nodes 
}  creating a new successor node for it 
}  putting it into a new cluster that merges two of the 

successor nodes 
}  putting it into a new cluster created bt splitting up 

one of the successor nodes 
Decision is based on quality criterion. 
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Learning phase: 
Representing and storing the knowledge 

The clusters are represented as a tree where a node 
represents a cluster Ck and contains a probability table 
providing P(feati=valij|Ck) (predictability) and 
P(Ck|feati=valij) (predictiveness) for each feature and 
each feature value. 
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Learning phase: 
What or whom to learn from 

As before, we learn from examples of the form   
 ex1:  (val11 ,..., val1n) 

      ... 
 exs:  (vals1 ,..., valsn) 

   ... 
valij ∈ featj with featj being the set of possible values for 
feature j and |featj | < ∞.  
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Learning phase: 
Learning method 

The learning is realized as continuous process with 
each new example ex being evaluated and recursively 
integrated into the cluster tree. At node N we perform 
the following procedure  
cobweb(N,ex): 
if N is a leaf then 
   M := copy(N) 
   add M to successors of N 
   insert ex into table(M) 
   insert ex into table(N)  
else  
   insert ex into table(N)     
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Learning phase: 
Learning method (cont.) 

  for each successor node C of N do  
         compute the CU value for insert ex into table(C) 
         set P to the node with best CU value 
          W := CU value of P 
         set R to the node with second best CU value 
    set X to the CU value of adding ex as new successor 
    set Y to the CU value of merging P and R (and ex) 
    set Z to the CU value of splitting P 
    if  W = max{W,X,Y,Z} then 
      cobweb(P,ex) 
    else if X = max{W,X,Y,Z} then 
      S := copy(N); add S to successors of N 
      insert ex into table(S)   
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Learning phase: 
Learning method (cont.) 
   else if  Y = max{W,X,Y,Z} then 
       S := copy(N); add S to successors of N; delete P, R as successors of N 
       add P,R as successors of S  
       update table(S) 
       cobweb(S,ex) 
   else if Z = max{W,X,Y,Z} then 
       delete P as successor of N 
       add all successors of P to N 
       cobweb(N,ex) 
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Learning phase: 
Learning method (cont.) 

In this algorithm, key components are the inserting of 
an example in the table of a node and the computation 
of CU (Category Utility). For CU we want to combine 
predictability and predictiveness, which leads to 
  ΣkΣiΣj P(feati=valij)*P(Ck|feati=valij)*P(feati=valij|Ck) 
which can be rearranged to (using Bayes theorem) 
  Σk P(Ck) ΣiΣj P(feati=valij|Ck)2 

Here ΣiΣj P(feati=valij|Ck)2 is the expected number of 
features for which the feature value can be correctly 
predicted when knowing the cluster. Obviously, we 
want to maximize this!  
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Learning phase: 
Learning method (cont.) 

But the above formula favors clusters with only one 
element in it! 
Therefore we choose as CU:  
   Σk P(Ck) ΣiΣj P(feati=valij|Ck)2/K 
where K is the number of clusters in the tree. 
We compute the table of a node by simply counting the 
numbers of examples observed (with appropriate 
feature values) and compute the probabilities based on 
these numbers.  
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Application phase: 
How to detect applicable knowledge 

Since there is only one cluster tree there is nothing to 
detect. 
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Application phase: 
How to apply knowledge 

Cluster trees can be used to either find the cluster a 
complete example fits in or to predict feature values 
for incomplete examples. The later is achieved by going 
through the tree until a cluster is reached where in 
order to go further more information is needed and 
then select out of the table of the node of the cluster 
the most probable values for the missing features. 
The former is best done by inserting the new example 
into the tree (and see where it ends up).  

Machine Learning                                                                                                                     J. Denzinger 



Application phase: 
Detect/deal with misleading knowledge 

Regarding finding a cluster for a complete example 
what inserting produced is what you get with this 
method. If the user does not like the cluster either 
many more examples are needed or different methods 
should be applied. 
Regarding predicting wrong feature values, when the 
correct ones are known just insert the example or see 
if the prediction changes with the additional 
information (if some feature values are still unknown).  
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General questions: 
Generalize/detect similarities? 

This method is purely using statistics/probabilities. No 
similarity measures or generalizations are intended. 
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General questions: 
Dealing with knowledge from other sources 

This method is designed as stand-alone. 
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(Conceptual) Example 

To show of the different operations on the cluster tree 
relatively large sets of examples are needed, too large 
to demonstrate. 
An implementation of the cobweb method can be 
found at: 
   https://github.com/cmaclell/concept_formation 
 
But the following is an example of a final cluster tree. 
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(Conceptual) Example (cont.) 

We have 3 features: Size (small,big), Color (black,white) 
and Form (round,triangle,square) and we has as 
example stream: 
1:(small,black,round), 2:(big,black,triangle),  
3:(big,white,triangle), 4:(small,white,square) 
 
This led to the following tree:  
Fi := feati    ; valij := vij 

Machine Learning                                                                                                                     J. Denzinger 



Machine Learning                                                                                                                     J. Denzinger 

Sz  s  0.5  1 
 b  0.5  1 
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Pros and cons 

✚ creates good hierarchical clusters 
✚ can be used incrementally 
✚ acceptable run-time behavior 
✚ allows for correction of early mistakes (due to bad 

sequence of data) 
-  requires finite feature spaces 
-  can overfit if there is noise in the data 
-  does not allow to use application specific knowledge 

(like similarity measures) 
-  CU definition might still be not good enough  
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