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3. Learning Rules 

Rule: 

  cond è concl 
where 
}  cond is a conjunction of predicates (that themselves 

can be either simple or complex) and 
}  concl is an action (or action sequence) like adding 

particular knowledge to the knowledge base or 
predicting a feature value  
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How to use rules? 

}  to classify “samples” 
}  to predict outcomes 
}  to prescribe physical (or other) actions 

But: conflict resolution concept needed! 
  F see AI class 
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Known methods to learn rules: 

}  mining association rules using item sets 
}  creating covering rules using divide and conquer 
}  inductive logic programming 
}  evolutionary methods (using different conflict 

handling/genetic operators): 
}  learning classifier systems 
}  learning rules for the shout-ahead architecture 

}  ... 
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Comments: 

}  rules can be very expressive (Turing-complete) 
}  nearly all other knowledge representations can be 

converted into rules, which means that all of the 
learning methods we will cover can be seen also as 
methods to learn rule sets  
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3.1 Learning association rules: 
      General idea 

See Witten et al. 2011, Zaki + Meira 2014: 
   Apriori algorithm 
Use coverage of so-called item sets to identify feature-
value sets that are often occurring in the examples and 
then filter those sets by computing their accuracy 
 
These feature-value combinations are then associated 
with each other in the data. 
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Learning phase: 
Representing and storing the knowledge 

Association rules have the form 
feature1=value1 and ... and featuren =valuen  

             è feature = value 
with featurei ≠ featurej and feature ≠ featurei 

for all 1 ≤ i,j ≤ n 
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Learning phase: 
What or whom to learn from 

Data base tables that lists examples and the values of 
various features for each example: 

 ex1:  feat1 = val11 ,...,featk = val1k 

      ... 
 exm:  feat1 = valm1,...,featk = valmk 
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Learning phase: 
Learning method (I) 

First identify all feature-value pairs (items) that appear 
in more than min-cov examples F1-item set 
Construct the i-item set by combining each element of 
the i-1-item set with each element of the 1-item set 
(that makes “sense”*) and select all combinations that 
appear in more than min-cov examples. 
 
*Combining elements that have two different values for 
the same feature makes no sense. 
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Learning phase: 
Learning method (II) 

Each element e of an i-item set can produce several 
candidate rules: 
Each non-empty subset x of e can form cond and the 
items in e-x form concl. 
The accuracy of such a rule is then the number of 
examples, for which both cond and concl is true, 
divided by the number of examples, for which just cond 
is true. For the result, only candidate rules are selected, 
for which the accuracy is equal or greater than  
min-acc. 
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Application phase: 
How to detect applicable knowledge 

Given a new, incomplete example, check each rule if the 
example’s feature values are the same as the feature 
values in the rule condition cond. 
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Application phase: 
How to apply knowledge 

Use the concl-part of an applicable rule as prediction 
of that feature’s value for the example (naturally 
assuming that that value is not already known). 
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Application phase: 
Detect/deal with misleading knowledge 

Abilities rather limited! 
If predictions are getting more and more wrong, re-
learning should be done (using the additional 
examples). This naturally applies to every learning 
method. 
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General questions: 
Generalize/detect similarities? 

}  parameter min-cov determines how general the 
learned rules have to be. 

}  parameter min-acc determines some kind of 
required similarity measure, resp. the acceptable 
error. 

}  for numerical values, we usually create intervals as 
feature values, which introduces automatically a 
similarity of some numerical values. 

}  abstracting feature values into groups can result in 
more, better (?) rules. 
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General questions: 
Dealing with knowledge from other sources 

}  rules from other sources can naturally be added, 
provided that conflict handling allows for this (this is 
not trivial!). 

}  previously known rules can also be used to already 
filter the examples, resp. item sets. 
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(Conceptual) Example (I) 
Example Feature 1 Feature 2 Feature 3 

1 1 1 1 

2 1 1 1 

3 1 2 1 

4 1 2 2 

5 2 1 2 
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Let min-cov = 3, min-acc = 80% 
1-item sets: 

 {Feature 1 = 1}, {Feature 2 = 1}, {Feature 3 = 1} 
2-item sets: 

 {Feature 1 = 1, Feature 2 = 1} 

(Conceptual) Example (I) 

Possible rules: 
Feature 1 = 1 è  Feature 2 =1    (accuracy 75%) 
Feature 2 = 1 è Feature 1 = 1  (accuracy 100%) 
 
Fend result: second rule from above. 
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Pros and cons 

✚ Uses just statistics 
-  lots of iterating over example base needed (once for 

every i) 
-  some examples might not be covered by any rule 
-  wrong settings of parameters might result in no rules 

at all or too many (very specialized) rules 
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3.2 Inductive logic programming 
      General idea 

See Lavrac and Dzeroski (1994) 
Learn a PROLOG program that describes a concept 
con, such that the query 
  ?- con(examp). 
results in true, if examp is an example of con (and 
false, if it is not an example). 
Uses generalization- and/or specialization-based 
methods on training examples to search for the 
program. Can also be used to extend/complete a 
program that is already partially provided.    
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Learning phase: 
Representing and storing the knowledge 

The representation is a PROLOG program (using all 
the conventions of such programs, see 433 and 449, 
which has consequences for the sequence of how the 
rules are stored) or a restricted program (like, no 
recursion, etc). 
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Learning phase: 
What or whom to learn from 

Facts: i.e. clauses of the form 
 conEx(t1,...,tn). 

(positive example) or 
 <- conEx(s1,...,sn). 

(negative example). 
t1,...,tn,s1,...,sn normally are ground terms (i.e. contain no 
variables), although that is a restriction that is not 
always necessary. They are values for the features of the 
concept con. 
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Learning phase: 
Learning method 

There are various methods for ILP, that use either 
generalization or specialization or combinations of the 
two. 
Generalizations (i.e. covering more examples by having 
them evaluate to true) of programs can be achieved by 
}  Replacing some terms in a clause by variables 
}  Removing atoms from the body of a clause 
}  Adding a clause to a program 
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Learning phase: 
Learning method (cont.) 

Specializations (i.e. removing examples from the set of 
examples that are leading to an evaluation of true) of 
programs can be achieved by 
}  Replacing some variables in a clause by concrete 

terms (that do not have to be ground) 
}  Adding atoms to the body of a clause 
}  Removing a clause 

Key problem: what generalization/specialization steps to 
take (since we would like to use local search controls)! 
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Learning method example: FOIL 

Quinlan, J.: Learning logical definitions from relations, 
Machine Learning 5(3), 1990, pp. 239-266. 
Basic ideas: 
}  Search for Horn clauses that exclude the negative 

examples and include as many positive examples as 
possible. 

}  Outer loop continues to add clauses until all positive 
examples are covered (or other end criterion is fulfilled). 

}  Construct clauses using an inner loop that starts with a 
clause with empty body 

}  Perform local search: hill-climbing using information gain 
by candidate transition as search control. 
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Learning method example: FOIL (cont.) 

Restrictions/extensions: 
}  no function symbols.  
}  negative atoms in rule body allowed (treated as usual 

in PROLOG: negation as failure). 
}  recursive call of concept predicate is allowed 

(although certain conditions have to be met to avoid 
infinite loops). 

Allowed background knowledge: 
}  Finite number of facts (other than examples). 
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Learning method example: FOIL (cont.) 

Outer loop uses set of positive examples Ex+ that 
initially is set to all known positive examples and 
reduced by all examples covered by a newly added 
clause (rule). No clause can be added that makes a 
negative example true! This achieves generalization! 
Inner loop successively adds literals to a clause: 
  con(X1,...,Xn):- Body, Li 
where Li can be any atom from the background 
knowledge or its negation (arguments can be ground or 
variables, but one variable must be out of X1,...,Xn), con 
itself (with arguments fulfilling additional conditions) or 
Xi = Xj.  This represents specialization! 
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Learning method example: FOIL (cont.) 

What literal is selected is determined by the weighted 
information gain this literal achieves in order to avoid 
too specialized clauses (that cover only one or a few of 
the positive examples). 
The inner loop uses two sets inEx+ and inEx- to help 
with the control. They are representing substitutions 
for the variables X1,...,Xn and in Body that result in the 
clause being true (inEx+) for a positive example and 
being false (inEx-) for a negative example. Initially, inEx+ 
is equal to Ex+ (for the current outer loop iteration) 
and inEx- is equal to the known negative examples. 
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Learning method example: FOIL (cont.) 

If ci denotes the currently constructed clause and ci+1 is 
the new clause constructed by adding to ci Li, then 

 I(ci) = - log2(|inEx+|/(|inEx+| + |inEx-|)) 
is the “information amount” needed to signal that an 
example is positive (as represented by ci). For a possible 
ci+1, we naturally also can compute I(ci+1) (although, 
naturally, with new sets inEx+ and inEx-) and if cov is 
the number of elements in the inEx+ for ci that are also 
represented by an element in inEx+ for ci+1, then 

 WIG(ci+1,ci) = cov * (I(ci)-(I(ci+1)) 
is the weighted information gain by moving to ci+1 
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Learning method example: FOIL (cont.) 

Among all the possible literals (and consequent ci+1s) 
we choose the one with the highest information gain as 
the next clause from the current iteration of the inner 
loop (see example). 
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Application phase: 
How to detect applicable knowledge 

Making the appropriate query, i.e. 
 ?- con(examp) 

with examp being a vector of feature-values (variables 
are allowed, although we might get instantiations for 
them in the answer). 
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Application phase: 
How to apply knowledge 

By running the program.  
There is no difference between detecting knowledge 
and applying it (as usual in PROLOG). 
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Application phase: 
Detect/deal with misleading knowledge 

Not build in. 
If a given input is answered incorrectly, re-learning 
needs to take place (initiated by a human user). 
Note: this is usually not a big deal, since the search 
representing the learning is iterative. But it may be 
difficult, if we do not use generalization and 
specialization steps, both.  
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General questions: 
Generalize/detect similarities? 

Different generalization methods are at the center of  
different approaches. 
Similarity measures are created when the search is not 
done to the end (i.e. while still negative examples are 
identified as true by the program). But they are not 
really representing knowledge of any kind. 

Machine Learning                                                                                                                     J. Denzinger 

General questions: 
Dealing with knowledge from other sources 

This is possible by using this knowledge as background 
knowledge (if it fulfills the restrictions of the particular 
general method used). 
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(Conceptual) Example 
This example is taken from a draft of 
    Nilsson, N.J.: Introduction to Machine Learning 
(although simplified at some places) 
Assume we want to learn the predicate nonstop(X,Y) 
indicating that there is a flight from city X to city Y that is 
non-stop out of background knowledge around hub cities 
(hub(X)) and satellite cities (satellite(X,Y)). 
Our initial set Ex+ contains the tuples: 
{(a,b),(b,c),(c,a),(b,a),(c,b),(a,c),(a,a1),(a1,a),(b,b1),(b1,b), (c,c1),
(c,c2),(c1,c),(c2,c)} 
All other pairs of those cities are the negative examples. 
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(Conceptual) Example (cont.) 

Possible literals to be used in the inner loop are 
 hub(X), satellite(X,Y) and X=Y 

(for any variables X and Y). 
The concrete background knowledge is: 

 hub(a). hub(b). hub(c). satellite(a1,a).  
 satellite(b1,b). satellite(c1,c). satellite(c2,c). 

The outer loop starts with an empty set of clauses and 
Ex+ (and Ex-) as stated before. 
The first iteration of the inner loop starts with c0: 

 nonstop(x,y):- 
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(Conceptual) Example (cont.) 
I(c0) = 1.776 
The candidate literals to add are 

 hub(X)   WIG(...) = 9.29 
 hub(Y)   WIG(...) = 9.29 
 hub(Z)   WIG(...) = 0 
 satellite(X,Y)  WIG(...) = 0 
 satellite(Y,X)  WIG(...) = 0 
 satellite(X,Z)  WIG(...) = -4.92 
 satellite(Z,Y)  WIG(...) = 0.57  
 X=Y    inEx+ empty!  

(and negations that are not helpful) 
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(Conceptual) Example (cont.) 

We choose hub(X) (randomly among the 2 literals 
with highest value) to get c1 with I(c1) = 0.847. 
In the second iteration, hub(Y) leads to the highest 
value and by adding it, the set of negative examples 
covered gets empty so that the inner loop is finished. 
For the second iteration of the outer loop, we have the 
clause nonstop(x,y):- hub(X), hub(Y) already with  
Ex+ still containing 
{(a,a1),(a1,a),(b,b1),(b1,b), (c,c1),(c,c2),(c1,c),(c2,c)} and the 
negative examples as before. 
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(Conceptual) Example (cont.) 
We again start the inner loop with nonstop(x,y):-, but 
this time we get satellite(X,Y) as the best literal to 
add. This also eliminates all negative examples, so that 
the inner loop is finished. 
For the third iteration of the outer loop, we have as  
Ex+: {(a,a1),(b,b1),(c,c1),(c,c2)} and the negative examples 
as before. 
The inner loop leads to  

 nonstop(x,y):- satellite(Y,X) 
which gets us to the outer loop with an empty Ex+, 
which finishes the learning. 
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Pros and cons 

✚ PROLOG is a very powerful description language for 
concepts and PROLOG programs can be learned by 
the various variants of ILP 

✚ allows for the use of background knowledge 
-  very high complexity:  

-  (for FOIL) number of literals to consider grows 
exponentially with their arity 

-  (for FOIL) size of inEx+ grows linear with the number of 
new variables 
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